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A Descriptive Statistics

Party names are presented to the LLMs in their original language. For those datasets that do not provide

the original party name, but just its translation or acronym, i.e., CMP and CHES, we retrieved the former

using the online platform Party Facts.1

We operationalize left-right scores in each benchmark dataset as follows. In CMP, the content of a

party’s manifesto in a given election determines its left-right position, i.e., rile, ranging between -100 and

100. In CHES, experts are asked to provide a continuous left-right score (0-10) based on the parties’ overall

ideological stance, i.e., lrgen. TEV aggregates nationally representative surveys. We collapse respondents’

(harmonized) evaluation of parties’ left-right position in a given country-year, rescaled between 0 and 1,

to generate a “voter-coded” index.

The number of parties and party duplets presented to the LLMs for each reference year and dataset

(CHES, CMP, CSES, TEV) is detailed in Table A.1, alongside the number of countries being covered. As

discussed in the main paper, reference years coincide, for simplicity, with years in which EP Elections

took place. A party is, therefore, included in a sub-sample if: (a) running and receiving a left-right score

in a given dataset; (b) in an election taking place at most 4 years prior to the reference year, or in the

reference year itself.

The varying number of observations, hence duplets, in each survey and reference year, reflects

the different sampling criteria adopted by each data source. A manifesto is coded by CMP experts if

the party presenting it gained at least one seat in parliament in the election under scrutiny (two in

CEE/South American countries). CHES includes all parties obtaining at least 3% of the vote in the

national election immediately prior to the survey year, or that elect at least one representative to the

national or European parliament (see: CHES Codebook 2019, p.2). TEV only covers parties represented

in the national parliament (see: TEV Codebook 2017, p.5). In CSES-E and CSES-I, respondents and

experts are presented with the six parties/coalitions obtaining the highest share of the popular vote in the

most recent election, provided they achieved at least 1% of the national vote (see: CSES-IMD Codebook

2020, Part 3).

In light of the criteria just discussed, we anticipate that CMP and TEV will present a more “distorted”

image of the party system, as they focus only on those parties that obtain parliamentary representation.

As a result, smaller electoral forces may end up not being coded in elections where a majoritarian

electoral system is in place, or where thresholds prevent the access to parliament to less successful parties.

1. All online resources were last accessed on November 24, 2024.
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Furthermore, we expect a higher non-response rate in survey-based studies (i.e., CSES-I and TEV),

relative to expert-based ones (i.e., CHES, CMP, CSES-E), as only the latter are deliberately focused on the

classification of political parties. Yet, we anticipate the compositional repercussions of the difference in

the response rates to be limited: a party would not be coded, although formally asked in the questionnaire,

if and only if no survey respondent in a given country-wave were to evaluate it. Arguably, this appears as

a rather unlikely scenario.

In Figure A.1, we display the classification of European countries into, resp., regions (A.1a), and

linguistic families (A.1b).

Table A.1: Number of Parties Present in Each Dataset, by Reference Year.

Reference Year
(EP Election)

CMP CHES TEV CSES-I CSES-E
Countries

N Duplets N Duplets N Duplets N Duplets N Duplets

1979 NA NA 112 6216 17 136 NA NA NA NA 18
1984 80 3160 123 7503 30 435 NA NA NA NA 18
1989 74 2701 128 8128 30 435 NA NA NA NA 18
1994 76 2850 300 44850 36 630 NA NA NA NA 37
1999 142 10011 270 36315 60 1770 99 4851 86 3655 39
2004 167 13861 239 28441 94 4371 117 6786 126 7875 38
2009 178 15753 229 26106 75 2775 149 11026 149 11026 38
2014 259 33411 231 26565 56 1540 114 6441 125 7750 37
2019 239 28441 291 42195 NA NA 8 28 9 36 36

Notes. The number of duplets captures all possible pair-wise comparisons among parties in a given reference year, irrespective of the

country of origin. The number of duplets is n×(n−1)
2

, where n is the number of unique party names coming from the four datasets
(CHES, CMP, TEV, CSES-I, CSES-E), in a given reference year. Reference years coincide with years in which EP Elections took place.
For each reference year, parties in the sample have run and have been coded in the dataset under scrutiny, in an election taking place at
most 4 years prior to it, or in the reference year itself.

Figure A.1: Mapping of European Countries into, resp., Regions and Linguistic Families.

(a) Regions

Region Central and Eastern Southern Western and Northern

(b) Linguistic Families

Language family Germanic Romance Slavic Mixed/NA
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B Addressing Uncertainty in GPT-3.5’s Classifications

As noted by Bisbee et al. (2023), the nature of the posterior probability distribution of GPT-3.5’s responses

is not observable. In their paper, the authors tentatively address this issue by asking the AI to express in

words its confidence in the responses being provided. In our case, the categorical nature of the variable

under scrutiny allows us to perform a more systematic analysis of uncertainty in GPT-3.5’s estimates, in

two distinct ways.

We first utilize the log-probabilities GPT-3.5 reports together with each classification of a party

duplet.2 A log-probability is the logarithm of the probability of returning a potential answer against a

pre-defined number of other possible ones. As a result, the largest log-probability will correspond to the

answer returned to the end user by GPT-3.5, i.e., either ‘Party 1’ or ‘Party 2’. Taking the exponential of

the log-probability, we can obtain a percentage measure of the uncertainty of each individual classification.

The average log-probability reported by GPT-3.5 across the seven iterations of our task is as high as

99.97%, suggesting that the LLM is extremely — if not overly — confident in its evaluations. The

reader should bear in mind, in fact, that LLMs may report high confidence in implausible answers, i.e.,

“hallucinate” (Bang et al. 2023).

We, therefore, complement this method with a second approach, leveraging the 95% credible intervals

produced by the Bayesian inference procedure detailed in Appendix L.3. This measure exploits the

variation stemming across the comparisons of different party duplets. Consider, for example, a party

consistently classified by the LLM as being to the right (or, equivalently, to the left) of the other party

in each duplet. This party will receive a high GPT-BTm score with a low uncertainty, hence exhibit a

narrower credible interval. For more centrist parties, instead, where the likelihood of a toss-up between

the components of a duplet increases, the credible interval would progressively get larger in size.

Figure B.1 replicates Figure 1 in the main paper, this time displaying the 95% credible intervals for

GPT-3.5’s classifications. The ideology score assigned by GPT-3.5 to a given party, conditional on the

model specification and on the pairwise comparisons being performed, has a 95% of probability falling

into the corresponding credible interval. A visual inspection of the figure does not reveal any significant

outliers, i.e., parties that the LLM classifies with a very high degree of uncertainty. Confidence intervals

are relatively stable across the three benchmarks, if only slightly broader when employing TEV. This

pattern likely reflects the mechanical increase in uncertainty when the number of pairwise comparisons

performed is lower, as in TEV (see Table A.1).

2. This feature of GPT-3.5 can be easily enabled via the logprobs option, specifying the number of candidate answers to
be evaluated, and passing on these parameters to OpenAI’s Python library or their RESTful API via tools like curl.
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Figure B.1: Benchmarking European Parties’ Left-right Positions According to GPT-3.5 against Experts,
Manifestos, and Opinion Polls, with 95% Credible Intervals.
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Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to the
pairwise comparisons performed by GPT-3.5 (GPT-BTm), in a given reference year (indicated on top of the sub-figure). In each row
we employ different validation datasets, namely: Chapel Hill Expert Survey (CHES), Comparative Manifesto Project (CMP), True
European Voter (TEV). The varying n. of observations across each panel and, in turn, the different number of GPT-BTm comparisons
performed, reflect the different sampling criteria adopted by each data source, as outlined in Appendix A. Horizontal lines signify the
95% credible intervals produced by the Bayesian inference procedure detailed in Appendix L.3.
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C Exploring Ideological Assessments Over Time

In Figure C.1, we replicate the exercise presented in Figure 1, this time pooling together the scores obtained

across the nine reference years. The aggregate patterns closely mirror the ones obtained separately for

each reference year, and confirm the higher congruence of GPT-3.5 with CHES.

We also display, in Figure C.2, the correlation across scalings computed via different methods, in

different reference years. CHES’ assessments closely map those formulated by TEV respondents — the

Pearson coefficient is consistently above 0.7 in all reference years — confirming the idea of crowd-sourced

wisdom as a reliable alternative to experts in classifying political parties (Benoit et al. 2016). We only

find partial support for the findings by Benoit and Laver (2007), Franzmann and Kaiser (2006), and

Klingemann (2006, 77–79): while it is true that the level of congruence between experts and manifestos

is as low as 0.44 for elections taking place between 2005 and 2009, there is a large degree of variability in

the correlation between the scores provided by CMP and the other sources, over time. For example, the

Pearson coefficient between CMP and CHES gets as high as 0.73 in 2019.

Figure C.1: Pearson correlation in L-R scalings: pooling together nine reference years.
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pairwise comparisons performed by GPT-3.5 (GPT-BTm), in a given reference year, and then pooling together the scores across them.
In each panel, we employ different validation datasets, namely: Chapel Hill Expert Survey (CHES), Comparative Manifesto Project
(CMP), True European Voter (TEV). The varying n. of observations across each panel and, in turn, the different number of GPT-BTm
comparisons performed, reflect the different sampling criteria adopted by each data source, as outlined in Appendix A.
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Figure C.2: Pearson Correlation in L-R Scalings across Data Sources and Reference Years.
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D Out-Of-Sample Predictions

In the main paper, we test for the ability of GPT-3.5 to learn from existing information about party

ideologies. In this section, instead, we verify whether the LLM is capable of generalizing and making

predictions based on underlying patterns learned from the training data. In other words, we verify whether

this LLM can be reasonably employed to perform out-of-sample predictions of parties’ left-right scores,

for reference years subsequent to the end of its training period. We can only perform this exercise using

CMP as a benchmark, as neither CHES nor TEV covers elections taking place after September 2021,

when the training of GPT-3.5 ended,3 and only using OpenAI’s LLM, as Llama-3.1’s training period ends

in December 2023 (see Table K.2).

We repeat our classification exercise using 2022 and 2023 as reference years. For each, we follow the

same procedure as in the main paper: we benchmark the evaluation coming from the Bradley-Terry model

to the scores assigned to parties having run — and having been evaluated — in an election taking place at

most 4 years prior to the reference year (or in the same year). Results in the upper half of Figure D.1 show

that GPT-3.5 performs relatively well when asked to predict parties’ ideological positions after the end of

its training period. Yet, as expected, the Pearson correlation coefficient is lower than for retrospective

tasks (ρ = 0.6-0.66).

In a stricter specification, we ask GPT-3.5 to predict a party’s left-right position after the cutoff date,

but, this time, we benchmark its performance only against those scores assigned in elections taking

place after September 2021. This shrewdness reduces the sample size significantly, but allows us to rule

out any potential information feedback, i.e., that information about the elections is part of the corpus

on which GPT-3.5 was trained. Estimates in the lower half of Figure D.1 show that, in spite of the

lower number of duplets, GPT-3.5 performs relatively well when asked to estimate party positions in a

full-fledged out-of-sample setting, i.e., when both the target year and the benchmarks follow the training

cutoff (ρ ≈ 0.5).

3. See: OpenAI.com.
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Figure D.1: Out-of-sample Predictions after GPT-3.5’s Training Period (September 2021).
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E From Ideological Levels to Ideological Changes

We ask here whether GPT-3.5 can correctly pick up changes in parties’ positions over time, rather than

their levels in a given reference year. This is an important test as several studies have employed existing

ideological scores to examine changes in parties’ positions over time (see, e.g., Adams and Somer-Topcu

2009; Adams 2012). Yet, the high levels of convergent validity registered by those scores on the cross-

sectional dimension, i.e., with respect to ideological levels, have shown not to transfer to the longitudinal

one, i.e., to shifts in parties’ positions (Adams et al. 2019). It is, therefore, worth testing whether GPT-BTm

scores may help us solving this issue. In other words, if they exhibit a higher congruent validity with

extant measures not only when it comes to capturing ideological levels, as we show in the main paper,

but also when looking at changes from one election to the next.

For each data source, we compute two indices: (a) the change in the left-right score obtained by a

given party between two consecutive reference years; (b) an indicator taking value 1 if the party under

scrutiny obtained a higher score, i.e., became more right-wing, in the second reference year.4 The former

tells us about GPT-3.5’s ability to track ideological changes over time in continuous terms, while the latter

is informative about GPT-BTm correctly picking their direction.

In Figure E.1, we present the Pearson and Tetrachoric correlation coefficients for, resp., the continuous

and discrete change in parties’ left-right positions between each couplet of consecutive reference years

between 1979 and 2019. Each coefficient captures the Pearson (E.1a) and Tetrachoric (E.1b) correlation

when benchmarking GPT-BTm scores via experts, manifestos, and voters. The 95% confidence intervals

displayed in Figure E.1a are produced via the test for correlation between paired samples (cor.test in

R), those in E.1b through the polychoric correlations for ordinal variables (hetcor in R). The Pearson

and Tetrachoric coefficients between GPT-BTm and all of our benchmarks are, in most cases, statistically

indistinguishable from zero.

Finding that GPT-3.5 fails to accurately trace changes in ideology, be it continuous terms or just in

their direction, represents an inherent limitation of our approach, that researchers should bear in mind

when employing LLMs for ideological scaling. Nevertheless, asking the LLM to capture ideological

changes over time represents an admittedly hard test, considering the low levels of longitudinal convergent

validity across existing measures (Adams et al. 2019). In Figure E.2, we replicate the exercise in Figure E.1,

this time benchmarking changes in the scores produced by, resp., CMP and TEV, against those estimated

by CHES. Also in this case, we find that, in most instances, the two former benchmarks fail to capture —

4. Note that, in each comparison, we retain only parties appearing in both reference years.
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at conventional significance levels — changes in the ideological scores assigned by CHES experts across

different reference years. In other words, we can conclude that, if anything, GPT-3.5 performs just as

poorly as the extant benchmarks, when it comes to classifying changes in parties’ ideology over time.

Figure E.1: Correlation between Changes in GPT-BTm and Other L-R Scores (1979-2019).

(a) Pearson Correlations (benchmark: GPT-BTm)
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(b) Tetrachoric Correlations (benchmark: GPT-BTm)
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Notes. Correlation coefficients are calculated between changes in GPT-BTm and changes in party ideology
as measured in different validation datasets, namely: Chapel Hill Expert Survey (CHES), Comparative
Manifesto Project (CMP), True European Voter (TEV). Changes are measured between the reference years
indicated on the x-axis. In Panel E.1a, the Pearson correlation coefficients concern the left-right score in each
dataset. In Panel E.1b, Tetrachoric correlation coefficients concern an indicator variable taking value 1 if the
left-right score in the later reference year is larger than the one in the previous year, 0 if vice-versa (parties
with identical scores are dropped from the analysis). Vertical lines signify the 95% confidence intervals: in
Figure E.1a, they are produced via the test for correlation between paired samples (cor.test in R); in E.1b,
through the polychoric correlations for ordinal variables (hetcor in R).
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Figure E.2: Correlation between Changes in CHES and Other L-R Scores (1979-2019).

(a) Pearson Correlations (benchmark: CHES)
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(b) Tetrachoric Correlations (benchmark: CHES)
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Notes. Correlation coefficients are calculated between changes in the lrgen score in Chapel Hill Expert Survey
(CHES) and changes in party ideology as measured in the Comparative Manifesto Project (CMP), and the
True European Voter (TEV). Changes are measured between the reference years indicated on the x-axis.
In Panel E.2a, the Pearson correlation coefficients concern the left-right score in each dataset. In Panel
E.2b, Tetrachoric correlation coefficients concern an indicator variable taking value 1 if the left-right score
in the later reference year is larger than the one in the previous year, 0 if vice-versa (parties with identical
scores are dropped from the analysis). Vertical lines signify the 95% confidence intervals: in Figure E.2a,
they are produced via the test for correlation between paired samples (cor.test in R); in E.2b, through the
polychoric correlations for ordinal variables (hetcor in R).
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F Regression Analysis

In this section, we perform a regression analysis on the full sample of reference years (1979-2019), focusing

on the pool of parties covered in both CHES and CMP at each point in time.

This analysis is aimed at confirming that, consistently with the patterns in Figure 1, CHES is a more

informative predictor of the scores delivered by GPT-3.5, when compared to CMP. At the same time, the

horse race between the two benchmarks, being performed on the common support of parties covered by

both, nicely complements the tests for compositional effects performed in Section I.1. We estimate the

following OLS regression:

LR-GPT-BTmp,c,y = α + β1 lrgen-CHESp,c,y + β2 rile-CMPp,c,y + λc + τy + εp,c,y (1)

where LR-GPT-BTmp,c,y is the left-right score assigned by GPT-3.5, processed through a Bradley Terry

model, to party p from country c in reference year y. lrgen-CHESp,c,y and rile-CHESp,c,y are the left-right

scores assigned, respectively, by experts and manifesto coders to party p from country c in a national

election taking place at most 4 years prior to reference year y. λc and τy capture, resp., country and

reference year fixed effects. εp,c,y is the idiosyncratic error term, clustered at the country-year level.

Table F.1 displays the regression results (with coefficients standardized via z-scores). Although the

correlation of AI-generated evaluations with those coming from experts (Column 1) and manifestos

(Column 2) is positive and significant when the two are placed in a horse race against the other (Column

3), the former exhibits a congruence with GPT-BTm more than six times as large. These coefficients

validate our findings, suggesting that GPT-3.5’s estimations bear more resemblance to those coming from

experts than from manifestos.
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Table F.1: Predicting GPT-BTm Scores via Experts (CHES) and Manifestos (CMP).

GPT-BTm Left-Right Score
(1) (2) (3)

z(CHES Left-Right Score - lrgen) 1.88∗∗∗ 1.74∗∗∗

(0.114) (0.124)
z(CMP Left-Right Score - rile) 1.43∗∗∗ 0.233∗

(0.163) (0.110)

Country FEs X X X
Reference Year FEs X X X

N 873 873 873
R2 0.724 0.436 0.729
Within R2 0.682 0.349 0.687

Notes. ∗p < 0.10,∗∗ p < 0.05,∗∗∗ p < 0.01. Coefficients are estimated using
a linear regression with country and reference year fixed effects. In each row,
we standardize CHES and CMP left-right ideological measures using z-scores.
Standard errors clustered at the country-year level. Source: CHES and CMP.

G Few-Shot Classification

Our paper wishes to contribute to the literature studying the promises of zero-shot methods for ideological

ranking (Ziems et al. 2024, 238), providing empirical evidence of the effectiveness of zero-shot learning

beyond the US, and adopting a cross-country, inter-temporal approach that—we believe— is novel in

this growing strand of research. Nevertheless, in this section, we explore whether the quality of the

classifications produced by GPT-3.5 would improve in a few-shot setting, following the intuition in

Le Mens and Gallego (2025) that using LLMs in a fashion that mimics the procedural tasks assigned to

human coders in CMP might lead to a higher correspondence with the latter’s scores.

Let us briefly remind the reader about the rationale underlying our choice of a zero-shot approach.

Extant literature has convincingly shown that few-shot learning methods do not over-perform zero-shot

ones in classification exercises. Ziems et al. (2024) show that the quality of the classifications provided by

3-shot and 5-shot learning models on a number of dimensions, including ideology, is not better than the

one performed via zero-shot ones. This leads them to conclude that “additional engineering efforts may

be needed to achieve significant gains on CSS tasks via few-shot learning” (p.261). Finally, as discussed in

the main paper, few-shot settings introduce some discretional intervention from the researcher, in terms

of which information is being fed to the LLM, and in which format.

We implement a four-shot exercise by following the procedure outlined in Appendixes L and M.1

with the exception that, this time, GPT-3.5 is initially fed four examples of correct answers, based on the

lrscore each party in a duplet was assigned in CHES in a given reference year.5 We select four random

5. We arbitrarily chose this exercise in 2009 only, to maximize consistency with the remainder of the Appendix.
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duplets in the CHES sample, to cover the full set of potential comparisons. Namely, we present the

LLM with duplets where: (1) the two parties are from the same country, and ‘Party 1’ is more right-wing

according to CHES; (2) the two parties are from the same country, and ‘Party 1’ is more left-wing; (3) the

two parties are from different countries, and ‘Party 1’ is more right-wing; (4) the two parties are from

different countries, and ‘Party 1’ is more left-wing. We then indicate the most-right wing option, i.e.

‘Party 1’ or ‘Party 2’, according to CHES, for these four duplets (see Table G.1 for a list of the examples).

Finally, we let GPT-3.5 classify the remainder of the duplets autonomously, as done in the main paper.

The results for 2009 as the reference year are displayed in Figure G.1. The Pearson correlation coefficients

with each benchmark dataset are remarkably lower than those in Figure 1, suggesting that the input

initially provided to the LLM, if anything, worsens its performance over the rest of the duplets.

Table G.1: Party Duplets Employed in the Four-Shot Learning Exercise.

Duplet # Country Party Election Year CHES lrgen score More Right-Wing?

1 France
Rally for France/Movement for France; Move-
ment for France

2007 9.00 3

1 France Union for a Popular Movement 2007 7.22 7

2 UK Green Party 2005 2.89 7

2 UK United Kingdom Independence Party 2005 8.44 3

3 Slovakia Christian Democratic Movement 2006 7.15 3

3 Netherlands Democrats‘66 2006 4.45 7

4 Estonia Estonian Greens 2007 4.55 7

4 Lithuania Liberal and Centre Union 2008 6.23 3

Figure G.1: Benchmarking European Parties’ Left-right Positions according to GPT-3.5 against Experts,
Manifestos and Opinion Polls (Reference Year: 2009). Four-Shot Exercise.
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Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to the
pairwise comparisons performed by GPT-3.5 (GPT-BTm), in reference year 2009, in a four-shot setting. GPT-3.5 is provided with four
correct answers (according to CHES) at the start of the process. In each panel, we employ different validation datasets, namely: Chapel
Hill Expert Survey (CHES), Comparative Manifesto Project (CMP), True European Voter (TEV). The varying n. of observations across
each panel and, in turn, the different number of GPT-BTm comparisons performed, reflect the different sampling criteria adopted by
each data source, as outlined in Appendix A.
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H Model Stability

H.1 Robustness to an Alternative Prompt

We test whether, when asked to classify parties’ ideology, GPT-3.5 might be influenced by the framing

of the prompt. We re-estimate the BTm asking the LLM to identify the most left-wing, rather than

the most right-wing, party among each duplet. The estimates resulting from this exercise are highly

correlated, in each reference year, to the ones obtained via the formulation employed in the main paper, as

confirmed by the high Pearson coefficients displayed in each panel of Figure H.1, consistently above 0.8.

Figure H.1: Benchmarking L-R Positions: Identify the Most Right- or Left-wing Party.
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Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to the
pairwise comparisons performed by GPT-3.5 (GPT-BTm), in a given reference year (indicated on top of the sub-figure), asking about the
most left-wing (y-axis) or right-wing (x-axis) party in the duplet. In each row, we employ different validation datasets, namely: Chapel
Hill Expert Survey (CHES), Comparative Manifesto Project (CMP), True European Voter (TEV). The varying n. of observations across
each row and, in turn, the different number of GPT-BTm comparisons performed, reflect the different sampling criteria adopted by each
data source, as outlined in Appendix A.

H.2 Robustness to the Ordering of Duplets

We rule out the possibility, in this section, that the quality of GPT-3.5’s estimates is influenced by the

order in which parties are compared and, in particular, by their position in a given duplet. We randomly

switch the first and the second party listed in half of the duplets coming from each benchmark dataset

a given reference year. In Figure H.2, we show that the classifications resulting from this exercise are

highly correlated with those coming from the duplets in their original order.
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Figure H.2: Benchmarking L-R Positions: Switching the Order of Party Duplets.
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Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to the
pairwise comparisons performed by GPT-3.5 (GPT-BTm), in a given reference year (indicated on top of the sub-figure), randomly
switching the order of 50% of the party duplets (y-axis), or leaving them in the original one (x-axis). In each row we employ different
validation datasets, namely: Chapel Hill Expert Survey (CHES), Comparative Manifesto Project (CMP), True European Voter (TEV).
The varying n. of observations across each row and, in turn, the different number of GPT-BTm comparisons performed, reflect the
different sampling criteria adopted by each data source, as outlined in Appendix A.

H.3 Replicating the Analysis with High “Temperature”

Researchers employing GPT-3.5 can set several parameters, including the degree of “randomness” allowed

to the algorithm in completing the task, i.e., its “temperature”. This parameter indicates “how determin-

istic the choice of the subsequent token in its output is, conditional on the prompt and the preceding

tokens” (Bisbee et al. 2023, p. A15). A lower temperature (closer to 0) makes the model’s responses more

deterministic, whereas a higher one (closer to 1) introduces more randomness in the process, making

the output more diverse. In the main text, we used a temperature of 0.2 to induce more deterministic

answers (see Appendix L for more information).

In this section, we perform three iterations of the classification task with a high-temperature parameter

to verify the stability of our estimates. In Figure H.3, we show how the classifications performed by

GPT-3.5 are de facto identical across each repetition (ρ=1), even when GPT-3.5 is allowed a substantial

“leeway” in each individual iteration.6 In Figure H.4, instead, we compare the Pearson correlation between

the scalings returned by GPT-3.5 with, resp., low and high temperature, separately for each validation

dataset. Our estimates reveal an almost perfect congruence between the left-right scores obtained when

granting GPT-3.5 different degrees of autonomy in its assessment, across multiple repetitions. This

6. For the sake of readability, we present the results of this analysis only for one reference year, i.e., 2009.
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suggests that GPT-3.5 is highly confident with respect to its left-right scalings, and that our findings

likely capture actual variations in partisan positions.

Figure H.3: Correlation across 3 GPT-3.5 Iterations with Temperature=1. Ref. Year: 2009.
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Notes: In each facet, we plot the left-right ideological positions of European parties
obtained applying a Bradley-Terry model to the pairwise comparisons performed by
GPT-3.5 (GPT-BTm), using 2009 as the reference year, across three iterations with a
high-temperature parameter (=1), as indicated at the top of and to the right of each
sub-figure.
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Figure H.4: Benchmarking L-R Positions: GPT-3.5 with Low (=0.2) and High (=1) Temperature.
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Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to
the pairwise comparisons performed by GPT-3.5 (GPT-BTm), in a given reference year (indicated on top of the sub-figure), with a
temperature of 0.2 (y-axis) and 1 (x-axis). In each row we employ different validation datasets, namely: Chapel Hill Expert Survey
(CHES), Comparative Manifesto Project (CMP), True European Voter (TEV). The varying n. of observations across each row and, in
turn, the different number of GPT-BTm comparisons performed, reflect the different sampling criteria adopted by each data source, as
outlined in Appendix A.
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I Robustness to Compositional Effects

I.1 Removing Parties from the Sample

We provide further reassurance about the validity of the Bradley-Terry model (GPT-BTm) by looking at

the congruence of the estimates obtained when changing the composition of the sample.7 First, in each

facet of Figure I.1, we look at how the GPT-BTm scores correlate with those obtained when randomly

cutting the pool of parties to different extents, always using 2009 as the reference year. Scatterplots in

Figure I.1 show that the Pearson coefficient remains consistently high.

Second, we verify the sensitivity of the correlations estimated in Figure 1 to removing “outliers”, i.e.,

parties whose inclusion in each benchmarking exercise reduces the Pearson correlation coefficient by

the largest amount. In this exercise, we identify five parties that had a detrimental effect on the Pearson

correlation coefficient for each of the three benchmarks. These parties are identified by calculating Pearson

correlation coefficients of all possible N-5 combinations of parties, and then selecting those five parties

contained in the sample with the highest coefficient. As these procedures are computationally expensive,

we implemented the algorithm in C++ and interfaced it with the main R code.8 The list of outliers is

presented in Table I.1, and reveals no systematic pattern in the identity of the outliers either in terms of

ideology or geographical origin (although the Finnish “Swedish People’s Party” appears twice). In Figure

I.2, we show that the correlations identified in the main paper (Figure 1) remain remarkably stable even

when removing the most “problematic” cases from the sample. This suggests that our results are not

driven by the presence — or absence — of specific observations in the sample.

7. For the sake of readability, the results presented in this section only concern one reference year, i.e., 2009, when the
overlap across the validation datasets is maximized.

8. Additionally, we programmed a greedy algorithm based on the procedures just discussed, removing one ‘outlier’ at a
time until five parties are identified. This greatly reduces the computational time, while yielding comparable results.
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Figure I.1: Correlation between Bradley-Terry Models Estimated on Random Sub-samples.
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Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a
Bradley-Terry model to the pairwise comparisons performed by GPT-3.5 (GPT-BTm), using 2009 as the
reference year, and focusing on a random subset of parties, indicated at the top of and to the right of each
sub-figure.
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Figure I.2: Benchmarking L-R Positions: Removing Five Outliers per Dataset (Reference Year: 2009).

ρ=0.44

max ρ=0.54

ρ=0.78

max ρ=0.82

ρ=0.58

max ρ=0.73

CMP CHES TEV

-2 0 2 4 -2 0 2 4 -2 0 2 4
-6

-3

0

3

6

Party ideology measured in other datasets (standardized)

G
P

T-
B

T
m

 e
st

im
a

te
 (

st
a

n
d

a
rd

iz
e

d
)

Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to the
pairwise comparisons performed by GPT-3.5 (GPT-BTm), in reference year 2009. In each column, we focus on a different validation
dataset: Chapel Hill Expert Survey (CHES), Comparative Manifesto Project (CMP), True European Voter (TEV). In each panel, we
display the Pearson correlation coefficient for each sample as well as the maximized one when we remove five outliers (red crosses)
following the methodology presented in Appendix I.1. The varying n. of observations across each panel and, in turn, the different
number of GPT-BTm comparisons performed, reflect the different sampling criteria adopted by each data source, as outlined in Appendix
A.

Table I.1: Parties Reducing the Correlation between GPT-BTm and Each Benchmark Dataset.

Outlier No. Benchmark Country Name Party Name Election Year GPT-BTm Score Benchmark Score

1 CHES Bulgaria Movement for Rights and Freedoms 2009 -4.81 4.27
2 CHES Finland Swedish People’s Party 2007 -3.28 6.80
3 CHES Lithuania Front Party 2008 0.30 1.15
4 CHES Portugal Democratic Unitarian Coalition 2009 -0.87 0.67
5 CHES Spain Galician Nationalist Bloc 2008 1.10 2.36

1 CMP Bosnia & Herzegovina Alliance of Independent Social Democrats 2006 -4.66 19.58
2 CMP Bulgaria Movement for Rights and Freedoms 2009 -4.13 17.46
3 CMP Greece Communist Party of Greece 2009 -4.00 70.59
4 CMP North Macedonia Liberal Democratic Party 2008 -0.62 45.68
5 CMP Switzerland Christian Social Party 2007 3.03 -33.71

1 TEV Austria Alliance for the Future of Austria 2008 2.54 0.28
2 TEV Austria Austrian Freedom Party 2008 4.29 0.32
3 TEV Finland Swedish People’s Party 2007 -3.46 0.67
4 TEV Hungary Alliance of Free Democrats 2006 0.43 0.28
5 TEV Switzerland Green Party of Switzerland 2007 -0.81 0.68

Notes. Outliers are identified following the methodology presented in Appendix I.1.

I.2 Geographical Heterogeneities in Ideological Assessments

In this section, we explore potential geographical heterogeneities in the correlation between the GPT-BTm

classifications and each of the three benchmarks (CHES, CMP, TEV).

In each panel of Figure I.3, we display the Pearson coefficient computed in 2009 among parties coming

from countries in Central and Eastern Europe (top row), Southern Europe (central), and Northern and

Western Europe (bottom), as shown in Figure A.1a. The correlation between the estimates obtained via

GPT-3.5 and CMP is consistently the lowest, and particularly so the subset of Southern European parties

(ρ = −0.11).

We then go one step ahead and identify, in each panel, the two parties driving down the Pearson
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correlation in each region, following the procedure outlined in Appendix I.1. This exercise reveals how the

low performance of GPT-BTm against CMP in Southern Europe is entirely driven by two Greek parties:

the “Coalition of the Radical Left” and the “Communist Party of Greece” (Table I.2). The manifestos of

these two clearly left-wing parties are assigned a rile score of, resp., 21.43 and 70.59, on a scale from -100

(Extreme Left) to 100 (Extreme Right) — likely the result of a typing mistake by their coder(s). When

we remove these two parties from the sample, as we do in the central panel of Figure I.3, the Pearson

coefficient between GPT-BTm and CMP jumps from -0.11 to 0.55.

Figure I.3: Benchmarking L-R Positions by Region, Removing Two Outliers (Ref Year: 2009).
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Notes: In each facet, we plot the left-right ideological positions of European parties
obtained applying a Bradley-Terry model to the pairwise comparisons performed
by GPT-3.5 (GPT-BTm), in reference year 2009. In each column, we focus on a
validation dataset — Chapel Hill Expert Survey (CHES), Comparative Manifesto
Project (CMP), True European Voter (TEV) — while in each row we restrict
the sample to parties from Central and Eastern (top row), Southern (central),
and Western and Northern Europe (bottom). In each panel, we display the
Pearson correlation coefficient for each sample as well as the maximized one when
we remove two outliers (black crosses) following the methodology presented in
Appendix I.1. The varying n. of observations across each panel and, in turn,
the different number of GPT-BTm comparisons performed, reflect the different
sampling criteria adopted by each data source, as outlined in Appendix A.
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Table I.2: Parties Reducing the Correlation between GPT-BTm and Each Benchmark (by Region).

Outlier No. Benchmark European Region Country Name Party Name Election Year GPT-BTm Score Benchmark Score

1 CHES Central and Eastern Europe Bulgaria Movement for Rights and Freedoms 2009 -4.81 4.27
2 CHES Central and Eastern Europe Bulgaria National Union Attack 2009 5.20 6.27
1 CHES Southern Europe Greece Popular Orthodox Rally 2009 1.14 8.82
2 CHES Southern Europe Spain Galician Nationalist Bloc 2008 1.10 2.36
1 CHES Western and Northern Europe Finland Swedish Peopleâ€™s Party 2007 -3.28 6.80
2 CHES Western and Northern Europe Lithuania Front Party 2008 0.30 1.15

1 CMP Central and Eastern Europe Bosnia & Herzegovina Alliance of Independent Social Democrats 2006 -4.66 19.58
2 CMP Central and Eastern Europe Bulgaria Movement for Rights and Freedoms 2009 -4.13 17.46
1 CMP Southern Europe Greece Coalition of the Radical Left 2009 -2.52 21.43
2 CMP Southern Europe Greece Communist Party of Greece 2009 -4.00 70.59
1 CMP Western and Northern Europe Denmark Conservative Peopleâ€™s Party 2007 5.24 -17.36
2 CMP Western and Northern Europe Switzerland Christian Social Party 2007 3.03 -33.71

1 TEV Central and Eastern Europe Slovenia Slovenian Democratic Party 2008 0.26 0.67
2 TEV Central and Eastern Europe Slovenia Slovenian People’s Party 2008 0.52 0.61
1 TEV Southern Europe Greece Panhellenic Socialist Movement 2009 -1.86 0.53
2 TEV Southern Europe Greece Popular Orthodox Rally 2009 0.70 0.85
1 TEV Western and Northern Europe Austria Alliance for the Future of Austria 2008 2.54 0.28
2 TEV Western and Northern Europe Austria Austrian Freedom Party 2008 4.29 0.32

Notes. Outliers are identified following the methodology presented in Appendix I.1.

I.3 Linguistic Heterogeneities in Ideological Assessments

In this section, we look at the possibility of linguistic variation in the quality of the classification exercise.

Bender et al. (2021) argue that ChatGPT over-represents English-speaking content in its training set.

Yet, Bisbee et al. (2023) show that differences in performance across European countries are far from

substantial, that GPT-3.5 is able to understand ideology in multilingual settings (i.e., policy speeches on

state subsidies in the European Parliament), and that GPT-4o outperforms open-source LLMs in this

dimension.

We replicate the exercise performed in Section I.2, this time dividing parties according to the linguistic

family of their country: Germanic, Slavic, and Romance.9 Estimates in Figure I.4 show how GPT-3.5’s

performance is relatively stable when compared to CHES experts, across different linguistic families,

taking 2009 as the reference year. We retrieve the lowest Pearson correlation when CMP is the benchmark

and the focus is on parties from Slavic-speaking countries (ρ=0.27, bottom-center panel). Notably, the

coefficient does not significantly increase even after removing two outliers from the sub-sample, i.e.,

the Bosnian “Alliance of Independent Social Democrats” and the Bulgarian “Movement for Rights and

Freedoms” (Table I.3).

9. Countries not fitting any of these groups are removed from the sample, as shown in Figure A.1b.
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Figure I.4: Benchmarking L-R Positions by Language, Removing Two Outliers (Ref Year: 2009).
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Notes: In each facet, we plot the left-right ideological positions of European parties
obtained applying a Bradley-Terry model to the pairwise comparisons performed
by GPT-3.5 (GPT-BTm), in reference year 2009. In each column, we focus on a
validation dataset — Chapel Hill Expert Survey (CHES), Comparative Manifesto
Project (CMP), True European Voter (TEV) — while in each row we restrict
the sample to parties from countries whose main language is Germanic (top
row), Romance (central), and Slavic (bottom). In each panel, we display the
Pearson correlation coefficient for each sample as well as the maximized one when
we remove two outliers (black crosses) following the methodology presented in
Appendix I.1. The varying n. of observations across each panel and, in turn,
the different number of GPT-BTm comparisons performed, reflect the different
sampling criteria adopted by each data source, as outlined in Appendix A.

Table I.3: Parties Reducing the Correlation between GPT-BTm and Benchmarks (by Language).

Outlier No. Benchmark Linguistic Family Country Name Party Name Election Year GPT-BTm Score Benchmark Score

1 CHES Germanic Denmark Danish Social-Liberal Party 2007 -2.63 5.18
2 CHES Germanic Denmark New Alliance 2007 0.62 8.20
1 CHES Romance Portugal Democratic Unitarian Coalition 2009 -0.87 0.67
2 CHES Romance Spain Galician Nationalist Bloc 2008 1.10 2.36
1 CHES Slavic Bulgaria Movement for Rights and Freedoms 2009 -4.81 4.27
2 CHES Slavic Bulgaria National Union Attack 2009 5.20 6.27

1 CMP Germanic Denmark Conservative People’s Party 2007 5.24 -17.36
2 CMP Germanic Iceland Independence Party 2009 1.21 39.51
1 CMP Romance France Union for a Popular Movement 2007 4.15 -11.99
2 CMP Romance Moldova Party of Communists of the Republic of Moldova 2009 -0.79 15.56
1 CMP Slavic Bosnia & Herzegovina Alliance of Independent Social Democrats 2006 -4.66 19.58
2 CMP Slavic Bulgaria Movement for Rights and Freedoms 2009 -4.13 17.46

1 TEV Germanic Austria Alliance for the Future of Austria 2008 2.54 0.28
2 TEV Germanic Austria Austrian Freedom Party 2008 4.29 0.32
1 TEV Romance Portugal Social Democratic Party 2009 0.88 0.70
2 TEV Romance Portugal Socialist Party 2009 -1.26 0.50
1 TEV Slavic Slovenia Slovenian Democratic Party 2008 0.26 0.67
2 TEV Slavic Slovenia Slovenian People’s Party 2008 0.52 0.61

Notes. Outliers are identified following the methodology presented in Appendix I.1.
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J Robustness to Alternative Benchmarks

J.1 Alternative Experts’ and Voters’ Surveys

In this section, we test whether our results are robust when employing an alternative dataset, namely, the

Integrated Module Dataset of the Comparative Study of Electoral System (CSES, Quinlan et al. 2018).

Like TEV, CSES aggregates nationally representative surveys: we collapse respondents’ evaluation of

parties’ left-right position in a given country-year to generate a “crowd-coded” index. On top of survey

respondents’ left-right scaling of parties (hereafter, CSES-I), ranging between 0 and 10, CSES also gathers

experts’ judgments about a party/coalition’s left-right placement (CSES-E, scaled 0-9).10 Patterns in

Figure J.1 are remarkably similar to those in the main paper.11 LLM-generated scores are highly correlated

with experts’ estimates from CSES-E (ρ = 0.65), although to a slightly lesser extent than those in CHES

(ρ =0.71). The Pearson coefficient between GPT-3.5 and voters from CSES-I (ρ =0.66) in 2009 is slightly

larger than the one for TEV respondents (ρ =0.57).

Figure J.1: Benchmarking Parties’ L-R Positions according to GPT-3.5 against CSES Experts and Voters
(Reference: 2009).
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Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a
Bradley-Terry model to the pairwise comparisons performed by GPT-3.5 (GPT-BTm), in reference year 2009.
In each panel we employ different validation datasets, namely: Comparative Study of Electoral Systems
(CSES-Individual, and CSESExpert).

J.2 Alternative Proxies for Manifesto Ideology

This section investigates how alternative computation methods developed using the CMP corpus perform

against each other, taking GPT-3.5 as our benchmark, and focusing on one reference year only, 2009, for

10. CSES-I is among the several country- and cross-country surveys aggregated by TEV.
11. We perform our exercise only for one reference year, 2009, when the number of parties in CSES is maximized (see

Table A.1).
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the sake of readability. In the main paper, we compare the LLMs’ assessment to the “standard” left-right

score coming from CMP, i.e. rile (Laver and Budge 1992). The rile score presents well-known conceptual

and empirical limitations (for a discussion, see: Dinas and Gemenis 2010), which led researchers to explore

alternative methodologies.

First, Gabel and Huber (2000) construct a so-called “vanilla” method, combining all the issues coded

by CMP into a single factor, representing an ideological summary of a party’s positions. Franzmann

and Kaiser (2006) compute a second index, taking the valence aspect into account, in what Dinas and

Gemenis (2010) define as the “regression” method (finding it outperforms the “vanilla” one). Third, Lowe

et al. (2011) propose a scaling method based on the log odds-ratios, focusing on the relative presence of

sentences within manifestos, rather than on their absolute quantity, of sentences in manifestos, finding

that this outperforms RILE.

In Figure J.2, we map the Pearson correlation coefficients across each couplet of indexes, benchmark-

ing them against the GPT-BTm scores. We confirm that CMP estimates are highly sensitive to the

methodology employed (Dinas and Gemenis 2010): the correlation between LLM-generated estimates

and manifestos increases significantly when we employ the “regression” index, taking issue valence into

account, reaching levels comparable to the ones obtained using CHES as the benchmark. The “vanilla”

method, instead, underperforms compared to the standard rile index. Possibly due to the high correlation

between the two measures (ρ =0.967) the rile and the log odds-ratios method do not present significant

differences when benchmarked against GPT-3.5.
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Figure J.2: Parties’ Left-Right Positions Using Alternative Indices in CMP (Reference: 2009).
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Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a
Bradley-Terry model to the pairwise comparisons performed by GPT-3.5 (GPT-BTm), in reference year 2009,
against different indexes capturing left-right positions using Comparative Manifesto Project (CMP) data,
namely, rile (Laver and Budge 1992), “vanilla” score (Gabel and Huber 2000), “regression” score Franzmann
and Kaiser (2006), and log odds-ratios (Lowe et al. 2011).
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K Robustness to Alternative LLMs

K.1 Alternative Releases of OpenAI’s GPT

In this section, we test the robustness of our findings to the use of three alternative releases of OpenAI’s

GPT. Namely, a legacy version of GPT-3.5 (Turbo 1106), and two GPT-4 releases (4o-mini and 4o). We

provide technical details for each in Table K.1.

Table K.1: GPT Releases Employed to Classify Parties’ Ideology.

LLM Family Full Model Name Inference Setup Knowledge Cutoff

GPT 3.5 (latest) gpt-3.5-turbo-0125 OpenAI Python Library + GitHub Actions Sep 2021
GPT 3.5 (legacy) gpt-3.5-turbo-1106 OpenAI Python Library + GitHub Actions Sep 2021
GPT 4o gpt-4o-2024-08-06 OpenAI Python Library + GitHub Actions Oct 2023
GPT 4o mini gpt-4o-mini-2024-07-18 OpenAI Python Library + GitHub Actions Oct 2023

Notes: OpenAI did not disclose the exact number of languages supported by its GPT models, but stated that the models have
multilingual abilities. See https://help.openai.com/en/articles/6742369-how-do-i-use-the-openai-api-with-text-in-different-languages.

We test the correlation between each of the three alternative GPT releases and our benchmark datasets

in the following set of figures. In Figure K.1 (K.2), we verify that GPT 3.5 Turbo 1106 (GPT4o mini)

does not improve appreciably over the same prompt and model used in the main paper. When it comes

to the more costly GPT-4o, the correlation with our benchmark datasets — and CHES and TEV in

particular — improves significantly, as shown in Figure K.3, although with a significant increase in costs

(see Appendix L.2 for more details). Our results differ from those in Bisbee et al. (2023, p. A73), who

found that GPT-4o performs, if anything, worse than GPT-3.5-turbo in a different task, i.e. generating

synthetic survey respondents. Consistently with this pattern, we retrieve a slightly higher resemblance

between the scores produced by GPT 3.5 Turbo 0125 and, resp., GPT 3.5 Turbo 1106 (Figure K.4) and

GPT-4o mini (K.5), than when the former is benchmarked against GPT-4o (K.6).
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Figure K.1: Benchmarking European Parties’ Left-right Positions according to GPT 3.5 Turbo 1106
(Legacy) against Experts, Manifestos and Opinion Polls.
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Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to the
pairwise comparisons performed by GPT 3.5 Turbo 1106 (GPT-BTm), in a given reference year (indicated on top of the sub-figure).
In each panel, we employ different validation datasets, namely: Chapel Hill Expert Survey (CHES), Comparative Manifesto Project
(CMP), True European Voter (TEV). The varying n. of observations across each panel and, in turn, the different number of GPT-BTm
comparisons performed, reflect the different sampling criteria adopted by each data source, as outlined in Appendix A.

Figure K.2: Benchmarking European Parties’ Left-right Positions according to GPT-4o mini against
Experts, Manifestos and Opinion Polls.
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Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to the
pairwise comparisons performed by GPT-4o mini (GPT-BTm), in a given reference year (indicated on top of the sub-figure). In each
panel, we employ different validation datasets, namely: Chapel Hill Expert Survey (CHES), Comparative Manifesto Project (CMP), True
European Voter (TEV). The varying n. of observations across each panel and, in turn, the different number of GPT-BTm comparisons
performed, reflect the different sampling criteria adopted by each data source, as outlined in Appendix A.
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Figure K.3: Benchmarking European Parties’ Left-right Positions according to GPT-4o against Experts,
Manifestos and Opinion Polls.
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Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to the
pairwise comparisons performed by GPT-4o (GPT-BTm), in a given reference year (indicated on top of the sub-figure). In each panel,
we employ different validation datasets, namely: Chapel Hill Expert Survey (CHES), Comparative Manifesto Project (CMP), True
European Voter (TEV). The varying n. of observations across each panel and, in turn, the different number of GPT-BTm comparisons
performed, reflect the different sampling criteria adopted by each data source, as outlined in Appendix A.

Figure K.4: Comparing the Performance of GPT-3.5 Turbo 0125 against GPT 3.5 Turbo 1106 (Legacy).
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Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to the
pairwise comparisons performed by GPT-3.5 Turbo 0125 (newer, y-axis) and GPT 3.5 Turbo 1106 (legacy, x-axis), in a given reference year
(indicated on top of each column). In each row we employ different validation datasets, namely: Chapel Hill Expert Survey (CHES),
Comparative Manifesto Project (CMP), True European Voter (TEV).
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Figure K.5: Comparing the Performance of GPT-3.5 against GPT-4o mini.
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Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to the
pairwise comparisons performed by GPT-3.5 (y-axis) and GPT-4o mini (x-axis), in a given reference year (indicated on top of each
column). In each row we employ different validation datasets, namely: Chapel Hill Expert Survey (CHES), Comparative Manifesto
Project (CMP), True European Voter (TEV).

Figure K.6: Comparing the Performance of GPT-3.5 against GPT-4o.

ρ=0.84

ρ=0.83

ρ=0.84

ρ=0.89

ρ=0.85

ρ=0.85

ρ=0.89

ρ=0.92

ρ=0.85

ρ=0.91

ρ=0.89

ρ=0.81

ρ=0.87

ρ=0.88

ρ=0.85

ρ=0.87

ρ=0.87

ρ=0.85

ρ=0.89

ρ=0.89

ρ=0.84

ρ=0.87

ρ=0.83

ρ=0.82

ρ=0.86

1979 1984 1989 1994 1999 2004 2009 2014 2019

C
M

P
C

H
E

S
TE

V

-3 0 3 -3 0 3 -3 0 3 6 -4 0 4 8 -4 0 4 -4 0 4 -4 0 4 -4 0 4 -4 0 4 8

-4

0

4

-6

-3

0

3

6

-2.5

0.0

2.5

5.0

GPT-BTm (GPT 4o)

G
P

T-
B

T
m

 (
G

P
T

 3
.5

)

Region Central and Eastern Europe Southern Europe Western and Northern Europe

Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to the
pairwise comparisons performed by GPT-3.5 (y-axis) and GPT-4o (x-axis), in a given reference year (indicated on top of each column). In
each row we employ different validation datasets, namely: Chapel Hill Expert Survey (CHES), Comparative Manifesto Project (CMP),
True European Voter (TEV).
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K.2 Open-Weight Large Language Models (Llama-3)

In this section, we replicate our main analysis using the open-weight LLM developed by Meta: Lllama-3.1.

The model is available in two versions: one with 8 billion parameters (8b), and one with 70 billion

parameters (70b), requiring more computational power (more RAM and more capable GPUs), as outlined

in Table K.2. We employ Ollama’s official Python library to interact with the Llama 3.1 models locally. We

set the temperature parameter to 0.2 and the seed to 50014, and ensure that all the remaining parameters,

including the framing of the question, are the same as those employed using GPT-3.5. The full inference

procedure is detailed in Appendix M.1.

Table K.2: Llama Models Employed to Classify Parties’ Ideology.

LLM Family Full Model Name Inference Engine Hardware Knowledge Cutoff

Llama 3.1 8B meta-llama/Llama-3.1-8B-Instruct vLLM 1×A100 December 2023
Llama 3.1 70B meta-llama/Llama-3.1-70B-Instruct vLLM 2×A100 December 2023

Notes: English, German, French, Italian, Portuguese, Hindi, Spanish, and Thai are officially supported languages. All models are
available to download on Hugging Face, subject to Meta approval and the Llama 3.1 Community License Agreement. Models are
served by vLLM on Princeton Research Computing’s Adroit cluster equipped with two NVIDIA A100 80GB GPUs.

We present the results of our replication exercise using Llama-3.1 8B and 70B in, resp., Figures K.7 and

K.8 (corresponding to Figure 2 in the main paper). This exercise provides two important insights. First,

using both models, we retrieve the same patterns as when using OpenAI’s GPT-3.5: LLM-generated

assessments obtained via the two releases of Llama exhibit the highest correlation with experts’ evaluations,

and the lowest with manifesto-based ones. This reassures us about the validity of our findings also when

using alternative LLMs that, though not fully open-source, ensure a higher degree of replicability. Second,

while the correlation between the Bradley-Terry model estimations obtained via Llama-3.1 8b and virtually

all the benchmarks is weaker compared to the one employing GPT-3.5 (Figure K.7), the 70B release even

outperforms the proprietary LLM developed by OpenAI when it comes to matching expert-generated

scores (ρ = 0.88 with CHES in 2009), as shown in Figure K.8. The high quality of the classifications

obtained via Llama-3.1 70B can be verified in Figure K.9, where we plot the correlation between its

ideological scalings and those provided by the best-performing LLM by OpenAI, GPT-4o (see: Appendix

K.1), finding a Pearson coefficient consistently above 0.9 between the two, in all reference years.
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Figure K.7: Benchmarking European Parties’ Left-right Positions according to Llama-3.1 8B against
Experts, Manifestos and Opinion Polls.
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Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to the

pairwise comparisons performed by LLAMA-3.1 8B (Llama-BTm), in a given reference year (indicated on top of the sub-figure). In each

row we employ different validation datasets, namely: Chapel Hill Expert Survey (CHES), Comparative Manifesto Project (CMP), True

European Voter (TEV).

Figure K.8: Benchmarking European Parties’ Left-right Positions according to Llama-3.1 70B against
Experts, Manifestos and Opinion Polls.
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Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to the

pairwise comparisons performed by LLAMA-3.1 70B (Llama-BTm), in a given reference year (indicated on top of the sub-figure). In

each row we employ different validation datasets, namely: Chapel Hill Expert Survey (CHES), Comparative Manifesto Project (CMP),

True European Voter (TEV).
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Figure K.9: Comparing the Performance of GPT-4o against Llama-3.1 70B.

ρ=0.92

ρ=0.93

ρ=0.93

ρ=0.93

ρ=0.9

ρ=0.93

ρ=0.94

ρ=0.9

ρ=0.92

ρ=0.94

ρ=0.91

ρ=0.93

ρ=0.93

ρ=0.93

ρ=0.93

ρ=0.94

ρ=0.94

ρ=0.91

ρ=0.93

ρ=0.93

ρ=0.92

ρ=0.92

ρ=0.94

ρ=0.92

ρ=0.92

1979 1984 1989 1994 1999 2004 2009 2014 2019

C
M

P
C

H
E

S
TE

V

-3 0 3 -3 0 3 -3 0 3 -4 0 4 8 -4 0 4 -4 0 4 -4 0 4 -4 0 4 -4 0 4 8

-4

0

4

8

-4

0

4

-5.0

-2.5

0.0

2.5

Llama-BTm (Llama 3.1 70B)

G
P

T-
B

T
m

 (
G

P
T

 4
o

)

Region Central and Eastern Europe Southern Europe Western and Northern Europe

Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to the

pairwise comparisons performed by GPT-4o (y-axis) and Llama-3.1 70B (x-axis), in a given reference year (indicated on top of each

column). In each row we employ different validation datasets, namely: Chapel Hill Expert Survey (CHES), Comparative Manifesto

Project (CMP), True European Voter (TEV).

Next, we exploit a second feature of Llama-3.1 to explore the sensitivity of our estimates to model

updates, while keeping the information set constant. Different LLMs may perform differently due to

updates in the training data, but also to changes in their internal structure across releases. Both the 8B

and 70B versions of Llama were trained on an identical information corpus, but with a different set of

parameters. By looking at the correlation across the scalings produced between the two, we can gain

some insight into whether the different parameter sizes (8B Vs. 70B) are likely to affect performance.

Results in Figure K.10 show a high degree of congruence between the two Llama releases, suggesting

that the quality of the scalings, although higher when using 70B (Figure K.8), is relatively stable across

different parameter sizes.
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Figure K.10: Comparing the Performance of Llama-3.1 70B against Llama-3.1 8B.

ρ=0.76

ρ=0.82

ρ=0.76

ρ=0.84

ρ=0.78

ρ=0.76

ρ=0.83

ρ=0.73

ρ=0.67

ρ=0.81

ρ=0.77

ρ=0.65

ρ=0.77

ρ=0.74

ρ=0.67

ρ=0.7

ρ=0.75

ρ=0.68

ρ=0.7

ρ=0.8

ρ=0.66

ρ=0.72

ρ=0.78

ρ=0.66

ρ=0.72

1979 1984 1989 1994 1999 2004 2009 2014 2019

C
M

P
C

H
E

S
TE

V

-2.50.0 2.5 5.0 -2.5 0.0 2.5 5.0 -2.5 0.0 2.5 5.0 -3 0 3 6 -3 0 3 6 -3 0 3 6 -2.50.02.55.0 -3 0 3 6 -3 0 3 6

-4

0

4

8

-4

0

4

-5.0

-2.5

0.0

2.5

5.0

Llama-BTm (Llama 3.1 8B)

Ll
a

m
a

-B
T

m
 (

Ll
a

m
a

 3
.1

 7
0

B
)

Region Central and Eastern Europe Southern Europe Western and Northern Europe

Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to the

pairwise comparisons performed by Llama-3.1 70B (y-axis) and Llama-3.1 8B (x-axis), in a given reference year (indicated on top of each

column). In each row we employ different validation datasets, namely: Chapel Hill Expert Survey (CHES), Comparative Manifesto

Project (CMP), True European Voter (TEV).

Let us briefly mention two technical disadvantages we encountered using Llama-3.1 when classifying

parties, compared to GPT-3.5. First, performing the same task took a considerably longer time when

employing the open-source LLM, as replicators can easily verify on our GithHub Actions repository.

Second, Llama-3.1’s answers tend to be more volatile than those by GPT-3.5, i.e., more prone to illustrate

its reasoning processes, rather than simply answering “Party 1” or “Party 2”, as indicated in the prompt.

In cases in which Llama-3.1 provided lengthier answers, we extract the last mention of “Party 1” or “Party

2” in the output as the more right-wing party in the duplet, and the opposite for cases in which the last

match is followed by the words “more left”(-wing).12

A final word of caution concerns the scalability of Llama-3.1. Its developer, Meta, released Llama-3

as “open-source”, providing users access to the model’s weights, evaluation code, and documentation.

According to Meta’s website, “unlike closed models, Llama model weights are available to download.

Developers can fully customize the models for their needs and applications, train on new datasets, and

conduct additional fine-tuning.”. Yet, Llama does not meet several of the criteria set forth by the Open

Source Initiative (OSI). For instance, the model weights are available, but not its training data and the

12. For example, when Llama-3.1 returned “Based on their overall ideological stance, Party 1 (Vänsterpartiet) is generally
considered to be more left-wing”, we define “Party 2” as the “winner” of the pairwise comparison.
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code employed in this process.13

K.3 Open-Source Large Language Models

Finally, we attempted to replicate our classification exercise via a battery of open-source LLMs, illustrated

in Table K.3, which have been employed in recent studies relating to the measurement or simulation of

political ideology (see e.g., Bisbee et al. 2023; Le Mens and Gallego 2025). Open-source LLMs, unlike

proprietary and open-weight ones, present the desirable feature of making the training data and/or the

training code public.

Table K.3: Open-source LLMs employed to classify parties’ ideology.

LLM Family Full Model Name License Inference Engine Hardware Knowledge Cutoff

Qwen 2.5 32B Qwen/Qwen2.5-32B-Instruct Apache 2.0 vLLM 1×A100 September 2024
Mistral 7B mistralai/Mistral-7B-Instruct-v0.3 Apache 2.0 vLLM 1×A100 December 2023
Mixtral 8x7B mistralai/Mixtral-8x7B-Instruct-v0.1 Apache 2.0 vLLM 2×A100 Undisclosed

Notes: Models are served by vLLM on Princeton Research Computing’s Adroit cluster equipped with two NVIDIA A100 80GB GPUs.

In Figure K.11, we employ Alibaba’s Qwen-2.5 32B which — unlike the 3B and 72B variants — is

licensed under Apache 2.0. We retrieve Pearson correlation coefficients comparable to those obtained via

proprietary (Figure 1) and open-weight LLMs (Figure K.8, corresponding to Figure 2 in the main paper).

The Qwen-produced scores are highly congruent with those produced by GPT-4o (Figure K.12).

13. For a debate, we refer the reader to lists.debian.org (and the subsequent response).
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Figure K.11: Benchmarking European Parties’ Left-right Positions according to Qwen-2.5 32B against
Experts, Manifestos and Opinion Polls.
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Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to the

pairwise comparisons performed by Qwen-2.5 32B (Qwen-BTm), in a given reference year (indicated on top of the sub-figure). In each

row we employ different validation datasets, namely: Chapel Hill Expert Survey (CHES), Comparative Manifesto Project (CMP), True

European Voter (TEV).

Figure K.12: Comparing the Performance of GPT-4o against Qwen-2.5 32B.
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Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to the

pairwise comparisons performed by GPT-4o (y-axis) and Qwen-2.5 32B (x-axis), in a given reference year (indicated on top of each

column). In each row we employ different validation datasets, namely: Chapel Hill Expert Survey (CHES), Comparative Manifesto

Project (CMP), True European Voter (TEV).
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Other open-source LLMs fare worse in the zero-shot learning ideological classification we perform.

More specifically, the Pearson correlation coefficients coming from Mistral 7B and Mixtral 8x7B are

rather low, as shown in, resp., Figures K.13 and K.14. In the case of two other open-source models, we

were unable to estimate our Bradley Terry model: on the one hand, OLMo did not follow the instructions

provided in the prompt, on the other, Falcon 7B instruct consistently returned ‘Party 1’ as an answer.

Figure K.13: Benchmarking European Parties’ Left-right Positions according to Mistral 7B against
experts, manifestos and opinion polls.
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Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to the

pairwise comparisons performed by Mistral 7B (Mistral-BTm), in a given reference year (indicated on top of the sub-figure). In each row

we employ different validation datasets, namely: Chapel Hill Expert Survey (CHES), Comparative Manifesto Project (CMP), True

European Voter (TEV).
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Figure K.14: Benchmarking European Parties’ Left-right Positions according to Mixtral 8x7B against
Experts, Manifestos and Opinion Polls.
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Notes: In each facet, we plot the left-right ideological positions of European parties obtained applying a Bradley-Terry model to the

pairwise comparisons performed by Mixtral 8x7B (Mixtral-BTm), in a given reference year (indicated on top of the sub-figure). In each

row we employ different validation datasets, namely: Chapel Hill Expert Survey (CHES), Comparative Manifesto Project (CMP), True

European Voter (TEV).

As discussed in the main paper, we believe that further research should be devoted to understanding

why some open-source LLMs, such as OLMo, failed to generate output that can directly be parsed in

the research workflow, i.e., exactly ‘Party 1’ or ‘Party 2’, even if fine-tuned to follow the instructions.

Potential avenues include exploring techniques such as “guided decoding” to restrict the output to a

limited number of candidate responses. We attempted to use one of the most popular guided decoding

libraries, outlines, which is built into vLLM, but open-source models seem incompatible with this

technique. Nevertheless, the situation is likely to evolve as these libraries mature.

More generally, we share the concern raised by Bisbee et al. (2023, pp. A84-93) with respect to the use

of open-source LLMs in social sciences. Although the use of open-source models should be prioritized,

these are often impossible to run locally, due to their heavy hardware demands, making it necessary to

recur to online servers. This inflates their cost, compared to a proprietary LLM like OpenAI’s, although

many universities nowadays offer access to cloud services.

Finally, let us note that most LLMs with widely recognized open-source licenses still do not provide

access to their training data, significantly reducing the scalability (a notable exception being OLMo).

Researchers should be wary of this limitation that open-source LLMs share with proprietary, open-

weight ones, reducing the transparency of the classification exercise, as well as the replicability of findings.

Nevertheless, in the following section, we will explore a training set employed by most LLMs—Common
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Crawls — to tentatively rule out the presence of the data used as a benchmark for our exercise.

K.4 Exploring Dataset Contamination in LLM Pre-training

Benchmarking the ideological classifications provided by LLMs against widely-used datasets (e.g., CHES,

CMP, CSES, or TEV) presents the risk that the former could have already been exposed to the latter

in the pre-training phase. This contamination, if present, might lead to LLMs merely reproducing

patterns from their training data, i.e., “parroting” them, rather than generating novel insights. In other

words, the high performance of LLMs would be a mere by-product of the existence of the benchmark

datasets (Bisbee et al. 2023, A92). To explore whether such contamination is present and, if so, to measure

its extent, we systematically examined the Common Crawl corpus employed in the training of most

open-source and proprietary LLMs.14 More specifically, we analyzed the 103 Common Crawl releases

from 2014 through 2024.15

To identify whether specific datasets — namely, CSES, CHES, CMP, and TEV— were included in

the training data for Common Crawl, we specifically searched for URLs linked to data files in the following

formats: .dta, .csv, .pdf, .xlsx, .xls, .ods, .tsv, .sav, .xml, and .json. Our objective was to

identify raw data files rather than web-based documentation, HTML pages, or simple text files, as those

links typically lead to announcements or news related to the respective dataset. Our methodology involved

querying the Common Crawl Index API for each crawl with the help of cdx-index-client.py,16,

isolating URLs and MIME types associated with our datasets of interest. The following Python script

provides an example of the code used to retrieve and filter CMP-related links:

1 import os

2 import time

3 from datetime import datetime

4 import csv

5

6 # Define the list of crawls (Here is the the full list)

7 crawls = [

8 "CC-MAIN-2024-38", "CC-MAIN-2024-33", "CC-MAIN-2024-30", "CC-MAIN-2024-26",

9 "CC-MAIN-2024-22", "CC-MAIN-2024-18", "CC-MAIN-2024-10", "CC-MAIN-2023-50",

14. As an example, Dolma, the dataset used to train OLMo, has 2,415 out of its total 3,084 billion tokens sourced from
Common Crawl releases spanning May 2020 to June 2023. For more information, see: github.com/allenai/dolma.
15. We expanded the scope of the exercise performed by Bisbee et al. (2023). In their paper — “as a first cut to examine

the possibility of our benchmark data appearing in the Falcon training data” (p. A96) — they retrieved all mentions of the
web domain hosting their survey (ANES) in the September/October 2022 Common Crawl release.
16. Available at github.com/ikreymer/cdx-index-client.
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10 "CC-MAIN-2023-40", "CC-MAIN-2023-23", "CC-MAIN-2023-14", "CC-MAIN-2023-06",

11 "CC-MAIN-2022-49", "CC-MAIN-2022-40", "CC-MAIN-2022-33", "CC-MAIN-2022-27",

12 "CC-MAIN-2022-21", "CC-MAIN-2022-05", "CC-MAIN-2021-49", "CC-MAIN-2021-43",

13 "CC-MAIN-2021-39", "CC-MAIN-2021-31", "CC-MAIN-2021-25", "CC-MAIN-2021-21",

14 "CC-MAIN-2021-17", "CC-MAIN-2021-10", "CC-MAIN-2021-04", "CC-MAIN-2020-50",

15 "CC-MAIN-2020-45", "CC-MAIN-2020-40", "CC-MAIN-2020-34", "CC-MAIN-2020-29",

16 "CC-MAIN-2020-24", "CC-MAIN-2020-16", "CC-MAIN-2020-10", "CC-MAIN-2020-05",

17 "CC-MAIN-2019-51", "CC-MAIN-2019-47", "CC-MAIN-2019-43", "CC-MAIN-2019-39",

18 "CC-MAIN-2019-35", "CC-MAIN-2019-30", "CC-MAIN-2019-26", "CC-MAIN-2019-22",

19 "CC-MAIN-2019-18", "CC-MAIN-2019-13", "CC-MAIN-2019-09", "CC-MAIN-2019-04",

20 "CC-MAIN-2018-51", "CC-MAIN-2018-47", "CC-MAIN-2018-43", "CC-MAIN-2018-39",

21 "CC-MAIN-2018-34", "CC-MAIN-2018-30", "CC-MAIN-2018-26", "CC-MAIN-2018-22",

22 "CC-MAIN-2018-17", "CC-MAIN-2018-13", "CC-MAIN-2018-09", "CC-MAIN-2018-05",

23 "CC-MAIN-2017-51", "CC-MAIN-2017-47", "CC-MAIN-2017-43", "CC-MAIN-2017-39",

24 "CC-MAIN-2017-34", "CC-MAIN-2017-30", "CC-MAIN-2017-26", "CC-MAIN-2017-22",

25 "CC-MAIN-2017-17", "CC-MAIN-2017-13", "CC-MAIN-2017-09", "CC-MAIN-2017-04",

26 "CC-MAIN-2016-50", "CC-MAIN-2016-44", "CC-MAIN-2016-40", "CC-MAIN-2016-36",

27 "CC-MAIN-2016-30", "CC-MAIN-2016-26", "CC-MAIN-2016-22", "CC-MAIN-2016-18",

28 "CC-MAIN-2016-07", "CC-MAIN-2015-48", "CC-MAIN-2015-40", "CC-MAIN-2015-35",

29 "CC-MAIN-2015-32", "CC-MAIN-2015-27", "CC-MAIN-2015-22", "CC-MAIN-2015-18",

30 "CC-MAIN-2015-14", "CC-MAIN-2015-11", "CC-MAIN-2015-06", "CC-MAIN-2014-52",

31 "CC-MAIN-2014-49", "CC-MAIN-2014-42", "CC-MAIN-2014-41", "CC-MAIN-2014-35",

32 "CC-MAIN-2014-23", "CC-MAIN-2014-15", "CC-MAIN-2014-10", "CC-MAIN-2013-48"

33 ]

34

35

36 # Set the website URL

37 website_url = "https://manifesto-project.wzb.eu/*"

38

39 # Prepare CSV file to store the results

40 csv_file = "crawl_results.csv"

41

42 with open(csv_file, mode='w', newline='', encoding='utf-8') as file:

43 writer = csv.writer(file)

44 writer.writerow(["Crawl", "Time of Request", "Number of Links", "Links"])

45

46 def fetch_crawl_data(crawl):

47 current_time = datetime.now().strftime('%Y-%m-%d %H:%M:%S')

48 print(f"Fetching data for crawl: {crawl} at {current_time}")
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49

50 log_filename = f"{crawl}_fetch_log.txt"

51 with open(log_filename, "a") as log_file:

52 log_file.write(f"Fetched data for {crawl} at {current_time} for {website_url}\n")

53

54 output_filename = f"{crawl}_cmpdata.json"

55 os.system(f"python cdx-index-client.py -c {crawl} {website_url} --fl

url,timestamp,mime,status --json -o {output_filename}")↪→

56

57 # Check if file exists before attempting to read it

58 if not os.path.exists(output_filename):

59 print(f"No results found for {crawl}. Skipping to the next crawl.")

60 with open(csv_file, mode='a', newline='', encoding='utf-8') as file:

61 writer = csv.writer(file)

62 writer.writerow([crawl, current_time, 0, "N/A"])

63 return

64

65 # Extract links if the file exists

66 links = []

67 try:

68 with open(output_filename, 'r', encoding='utf-8') as json_file:

69 for line in json_file:

70 if '"url":' in line:

71 link = line.split('"url": ')[1].strip().strip('"')

72 links.append(link)

73 except FileNotFoundError:

74 print(f"Error: {output_filename} not found.")

75

76 # Write the results to the CSV file

77 with open(csv_file, mode='a', newline='', encoding='utf-8') as file:

78 writer = csv.writer(file)

79 num_links = len(links)

80 writer.writerow([crawl, current_time, num_links, "; ".join(links) if links else

"N/A"])↪→

81

82 # Fetch data for all crawls

83 for crawl in crawls:

84 fetch_crawl_data(crawl)

85 time.sleep(300) # Sleep for 30 seconds between requests
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The results of this systematic analysis are summarized in Table K.4, which highlights the frequency

and accessibility of raw data files linked to the four datasets of interest. The table provides a detailed

summary across all the examined Common Crawl releases, indicating, for each entry: the dataset under

scrutiny, the file extension, the MIME type and HTTP status, the frequency of observations, the year

span of access attempts, along with an indication of whether data was successfully retrieved.

The majority of the links identified for CHES, CSES, CMP, and TEV point to .pdf files. These

files were typically accessed successfully and predominantly contain metadata, codebooks, or supporting

documentation, rather than raw data. For instance, information concerning CSES is only retrieved in

.pdf format, of which 1,940 were successfully accessed between 2017 and 2024, all of which were metadata

or survey-related materials. Links to raw data formats such as .dta or .csv were more sporadic and

often inaccessible.

Moving to CHES, .dta files were identified in 302 (redirect) or 403 (forbidden) status, suggesting

that barriers prevented the LLM from retrieving the raw data. Only a small subset (51 instances) of .dta

files in CHES were successfully accessed. Yet, these primarily contained metadata, rather than substantive

information. Also, these accesses all concerns crawls from 2017, which, for example, was not part of the

training data for OLMo.

Similarly, while a handful of mentions of CMP involved .dta and .sav files, these were largely

supplementary or previously cached resources, as indicated by the 304 status for certain entries. TEV,

in contrast, was notably absent from the Common Crawl corpus, with all detected links pointing to

text/html pages, containing no raw data. Our inspection suggests that most links to the benchmarks

lead to metadata, codebooks, or documentation rather than substantive raw data, underscoring a minimal

risk of contamination in LLM training for these datasets.

We went one step ahead, and, for each link pointing to a data file (i.e., URLs ending in .dta or .csv),

we performed a manual verification to confirm the actual presence and accessibility of the data. This step

was crucial to rule out that the identified URLs corresponded to usable data files.

We implemented the following script to extract detailed information from the relevant WARC files

in the Common Crawl dataset:
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Table K.4: Summary of Access to Benchmarks in Common Crawl (2014-24).

Dataset Extension MIME Status Count Year Range Data Accessed?

CHES .csv text/html 302 19 2019 to 2019 Likely No (Redirected)
CHES .csv unk 302 19 2019 to 2019 Likely No (Redirected)
CHES .dta text/html 302 75 2018 to 2019 Likely No (Redirected)
CHES .dta text/html 403 1 2020 to 2020 No
CHES .dta text/html 404 18 2017 to 2018 No
CHES .dta text/plain 200 51 2017 to 2017 Yes
CHES .dta unk 301 17 2017 to 2017 Likely No (Redirected)
CHES .dta unk 302 23 2019 to 2019 Likely No (Redirected)
CHES .dta unk 403 31 2019 to 2020 No
CHES .dta unk 429 3 2018 to 2018 No
CHES .pdf application/pdf 200 75 2017 to 2017 Yes
CHES .pdf text/html 302 104 2018 to 2019 Likely No (Redirected)
CHES .pdf text/html 403 4 2021 to 2021 No
CHES .pdf text/html 404 31 2017 to 2018 No
CHES .pdf unk 301 31 2017 to 2018 Likely No (Redirected)
CHES .pdf unk x 429 11 2018 to 2018 No
CSES .pdf application/pdf 200 1,940 2017 to 2024 Yes
CSES .pdf text/html 301 21 2020 to 2024 No
CSES .pdf text/html 404 31 2018 to 2024 No
CSES .pdf text/html 522 2 2023 to 2023 No
CSES .pdf warc/revisit 304 3 2018 to 2019 Yes
CMP .dta application/octet-stream 200 6 2019 to 2022 Yes
CMP .dta warc/revisit 304 3 2019 to 2020 Yes
CMP .pdf application/pdf 200 198 2017 to 2024 Yes
CMP .pdf application/pdf 302 18 2017 to 2024 No
CMP .pdf warc/revisit 304 13 2018 to 2024 Yes
CMP .sav application/octet-stream 200 2 2020 to 2022 Yes
TEV - text/html - 0 - No

1 from warcio.archiveiterator import ArchiveIterator

2

3 def extract_warc_record(warc_file, offset):

4 """

5 Extracts and prints the content of a specific record from a WARC file.

6 """

7 with open(warc_file, 'rb') as f:

8 f.seek(offset) # Jump to the specified offset

9 for record in ArchiveIterator(f):

10 print(f"URL: {record.rec_headers.get_header('WARC-Target-URI')}")

11

12 # Check if HTTP headers exist

13 if record.http_headers:

14 status_line = record.http_headers.headers[0] if record.http_headers.headers

else None↪→

15 print(f"HTTP Status: {status_line}")

16

17 print("Headers:")

18 for header in record.http_headers.headers:
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19 print(f"{header[0]}: {header[1]}")

20

21 print("Content:")

22 print(record.content_stream().read().decode('utf-8', errors='ignore'))

23 break

24

25 # Example Usage

26 warc_file_1 = "CC-MAIN-20171123161612-20171123181612-00383.warc.gz"

27 offset_1 = 1932251

28

29 extract_warc_record(warc_file_1, offset_1)

30

The script retrieves specifics such as URLs, HTTP headers, and file content for each record, al-

lowing us to manually validate whether the referenced data files were accessible and, if so, what type

of data they contained. For instance, in cases where URLs were redirected (status 302 or 301), the

script revealed whether the final resource was accessible. Similarly, links with MIME types indicating

application/octet-stream or text/plain were checked to verify if they contained raw data or

supplementary metadata (e.g., codebooks).

Our analysis reveals that .csv and .dta links were either redirects or were inaccessible due to HTTP

errors (status: 403 or 404). In cases where links were accessible, most contained metadata or codebook

information rather than raw data files. This thorough examination increases our confidence that LLM

classifications inadvertently include and parrot information from existing benchmarks. More generally, it

suggests that additional efforts may be necessarily to convincingly rule out (or confirm) the actual content

of the URLs mentioned in the Common Crawl corpus, as many may (or may not) lead to substantive

content.

One limitation of this exercise is that it is currently only feasible for the subset of open-source models

which transparently report their training data sources. For instance, OLMo explicitly specifies Dolma as

its training corpus, enabling us to investigate further the presence of specific datasets in Common Crawl.

Conversely, proprietary, open-weight, as well as some open-source LLMs do not disclose their training

data, making it impossible to systematically ascertain contamination.
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L Technical Specifications

L.1 OpenAI API Parameters

We utilize the OpenAI().chat.completions.create function of OpenAI’s official Python library to

interact with the GPT-3.5-turbo model.

The script processes a spreadsheet containing duplets of party names in their original language, and

their countries of origin, using the Pandas library to read and iterate over each observation. In a given

reference year, the number of duplets presented to GPT-3.5 is n×(n−1)
2 , where n is the number of parties

in the sample, i.e., having run — and having been evaluated — in an election taking place at most 4 years

prior to the EP contest under scrutiny. Again using OpenAI’s Python library to interact with the GPT-3.5

model, we input the following prompt:

“In political matters, people talk of ‘the Left’ and ‘the Right’. You will be given the names of two

parties in their original language, and the country of origin of each party. Based on their overall

ideological stance, which one of these two parties was more right-wing in year [YEAR]? Your

response can only be exactly either ‘Party 1’ or ‘Party 2’.”

where [YEAR] captures the reference year (i.e., EP election) used to match AI-, expert-, manifesto- and

crowd-based evaluations. For each duplet, the script spits out the name of the most right-wing party. We

framed our prompt to follow the European Values Survey (“In political matters, people talk of ’the Left’

and ’the Right’...”) and CHES (“Based on their overall ideological stance...”).

We train GPT-3.5 using the following parameters:

• Model: gpt-3.5-turbo-0125, the latest stable iteration of GPT 3.5 at the time of writing.

• System: In each task, we fix the system variable to customize the behavior of GPT, explaining the

context and indicating the expected format of the response. For each task, we then dynamically

generate the user variable to provide the information outlined in the system.

• Temperature: set at 0.2 to minimise the randomness of GPT-3.5’s responses. As a robustness test,

we replicate our analysis by setting the temperature at 1 (Appendix H.3).

• Seed: In our API calls, this parameter can be used to initialize the Pseudo-Random Number

Generator (PRNG) of the model, ensuring that the outputs are deterministic across multiple runs

with the same inputs and, hence, fully reproducible. We arbitrarily set this parameter to 50014.
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L.2 GPT-3.5 Tokens and Costs

In this section, we present an estimation of the costs we incurred, based on the total number of tokens

per iteration of our classification task. Tokens are sequences of letters that are converted to numbers

to be processed by language models. For example, in GPT-3.5, the word “exceptional” consists of two

tokens: 7959–“exception,” and 278–“al”. We used OpenAI’s open-source tokenizer tiktoken to calculate

the number of tokens based on the actual prompts we feed into OpenAI API. OpenAI charges end

users according to the number of input and output tokens separately. For output, we estimate that each

answer consists of 3 tokens, as either ‘Party 1’ or ‘Party 2’ corresponds to this amount. The GPT-3.5 and

GPT-4o model series adopt a different implementation of the tokenizer to achieve the task. Researchers

should bear in mind that the actual costs incurred may be higher than our estimations when network

interruptions, forcing the process to restart, are taken into consideration.

Table L.1: Cost Estimation based on the N. of Tokens per Task Iteration.

GPT Model Tokenizer Input/Output N. of Tokens Unit Price (per mln. tokens) Subtotal

gpt-3.5-turbo-0125 cl100k_base Input – System 28,171,881 $0.50 $14.09
gpt-3.5-turbo-0125 cl100k_base Input – User 14,886,902 $0.50 $7.44
gpt-3.5-turbo-0125 cl100k_base Output 1,043,403 $1.50 $1.57

Subtotal per iteration $23.10

gpt-4o-2024-08-06 o200k_base Input – System 28,171,881 $2.50 $70.43
gpt-4o-2024-08-06 o200k_base Input – User 13,491,287 $2.50 $33.73
gpt-4o-2024-08-06 o200k_base Output 1,043,403 $10.00 $10.43

Subtotal per iteration $114.59

gpt-4o-mini-2024-07-18 o200k_base Input – System 28,171,881 $0.15 $4.23
gpt-4o-mini-2024-07-18 o200k_base Input – User 13,491,287 $0.15 $2.02
gpt-4o-mini-2024-07-18 o200k_base Output 1,043,403 $0.60 $0.63

Subtotal per iteration $6.88

Notes: Unit price is based on the pricings listed on the OpenAI website. Last accessed on November 24, 2024.

L.3 Bradley-Terry Model Estimation

After having stored the pair-wise comparisons obtained via GPT-3.5, we employ a Bradley-Terry model

(BTm) to estimate parties’ ideological positions. Let us assume that each party i has an associated latent

ideological position αi. The probability of party i being more right-wing than party j is modelled as:

Pr(i being more right-wing than j) = logit−1(αi − αj) (1)
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The outcome of the nth pair-wise comparison (i.e., 1 if party i is more right-wing, 0 if party j is so) is

modelled using a Bernoulli distribution:

yn ∼ Bernoulli(Pr(i being more right-wing than j)) (2)

which is equivalent to:

yn ∼ Bernoulli
(
logit−1(αi[n] − αj[n])

)
(3)

Here, the parameter of interest is the latent ideological position (i.e., the ‘ability’ to be more right-wing)

of each of theK parties in the sample, namely, αk. Following Carpenter (2018) and Leonard (1977), we

assume a standard normal distribution as a prior:

αk ∼ N (0, 1) for k = 1, ...,K (4)

Using Bayes’ theorem, we can then calculate the posterior distribution of α, given the observed data D:

p(α|D) ∝ p(D|α)p(α) (5)

We use RStan, which implements the Hamiltonian Monte Carlo algorithm, to generate samples

from the posterior distribution. We take the median of each posterior distribution as our point estimate

of the left-right position of a given party.

Note that this methodology can be easily expanded to accommodate multiple matches between the

same two players, e.g., multiple competitions between parties, assuming the independence of the match

results:

p(D|α) ∝
∏

(i,j)∈D

p(yn|αi[n], αj[n]) (6)

Combining this with the priors we set out, the posterior distribution will be:

p(α|D) ∝

 ∏
(i,j)∈D

p(yn|αi[n], αj[n])

×

(
K∏
k=1

p(αk)

)
(7)
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M Full Inference Procedure

M.1 Interacting with the OpenAI API

To ensure the transparency and replicability of the results of the pairwise comparisons obtained using

OpenAI’s official Python library, we run our inference procedures via GitHub Actions — a fully managed

GNU/Linux environment to generate results from the GitHub repository and describe the full inference

procedures declaratively, using a markup language. We believe our approach to closed-source LLM

inference should be preferred, as it transparently reports which version of the code is associated with

which results, and is directly downloadable from the ‘Releases’ tab of our GitHub repositories. Auxiliary

information, including the date on which the task was performed and the total running time, is reported

in the ‘Actions’ tab on Github.

The code for managing the GNU/Linux environment and interacting with OpenAI API is shown

below. First, we request that all the procedures be run on Ubuntu 24.04, the latest long-term sup-

ported version of the operating system. We then check out the code from our GitHub repository, and

install Python 3.12 with a minimal set of dependent libraries. These libraries’ versions are tracked in

requirements.txt in the GitHub repositories. We then pass on OpenAI API key to the main Python

script to obtain the classifications with a given version of the GPT model. The API key is managed as

an environment variable, and is not publicly visible to external users. When the main script finishes, we

compress the result to a .tar.gz file and upload it to the ‘Releases’ tab of our repositories.

1 name: Mapping (A)Ideology — main GPT results

2

3 on:

4 push:

5 branches: ["main"]

6

7 permissions:

8 contents: write

9

10 jobs:

11 build:

12 runs-on: ubuntu-24.04

13 steps:

14 - uses: actions/checkout@v4

15 - name: Set up Python 3.12
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16 uses: actions/setup-python@v3

17 with:

18 python-version: "3.12"

19 - name: Install dependencies

20 run: |

21 python -m pip install --upgrade pip

22 pip install -r requirements.txt

23 - name: Run GPT on the duplets

24 env:

25 OPENAI_API_KEY: ${{ secrets.OPENAI_API_KEY }}

26 run: |

27 python main.py iter1 1979

28 tar -czvf results.tar.gz classified_*.csv

29 - name: Release

30 uses: softprops/action-gh-release@v2

31 with:

32 files: results.tar.gz

33 tag_name: iter1_1979

A critical element in the design of our managed runtime environment is the exclusion of any cache.

This ensures that the results are generated directly from a fixed version of the code, without any external

input that might compromise the integrity and reproducibility of our code. Due to the complex runtime

network environment, access to the remote API might still occasionally fail due to timeout. Caching is

preferable if researchers want to quickly recover the results that have already been obtained from previous

runs without incurring any further cost.

All the results on GitHub releases can be saved locally with a simple shell script.

1 #!/bin/bash

2

3 years=$(seq 1979 5 2019)

4 iters=$(seq -f "iter%g" 1 7)

5

6 prefix="https://github.com/realczeng/${REPO_NAME}/releases/download/"

7 suffix="/results.tar.gz"

8

9 for iter in $iters; do

10 for year in $years; do

11 url="${prefix}${iter}_${year}${suffix}"
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12 file="${iter}_${year}.tar.gz"

13 echo Downloading ===== "${iter}_${year}" =====

14 wget "$url" -O "$file"

15 echo Done downloading ===== "${iter}_${year}" =====

16 done

17 done

18

19 for file in $(find . -name "*.tar.gz"); do

20 tar -xvf "$file"

21 done

22 rm *.tar.gz

Before writing the business logic in our main script, we first program several utility classes and func-

tions with reasonable defaults as an abstraction layer to facilitate access to OpenAI API. We implemented

two categories of utility tools that inherit from two base classes: AsyncChat and AsyncChatQueue.

AsyncChat handles a single call to OpenAI API with a group of parameters, including system and user

prompts, model name, version, temperature, and seed. AsyncChatQueue is initialized with a group of

AsyncChats and the number of concurrent operations to be executed at the same time. We leveraged

Python’s asyncio to write functions to be executed in a non-blocking manner, effectively running several

network operations concurrently. This hugely reduced the time required to interact with OpenAI API.

For example, when we set AsyncChatQueue to execute 20 concurrent operations, the total operational

time can be reduced by around 95%.

1 import asyncio

2 import math

3 import os

4

5 from numpy import number

6 from openai import AsyncOpenAI

7

8 async_client = AsyncOpenAI(

9 api_key=os.environ.get("OPENAI_API_KEY"),

10 )

11

12 # ========================================

13 # Asynchronous Chat prototype

14 # ========================================
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15

16

17 class AsyncChat:

18 def __init__(self, system: str, user: str):

19 self.system = system

20 self.user = user

21

22 async def get_response(self) -> str:

23 pass

24

25

26 # ========================================

27 # Asynchronous GPT Backend

28 # ========================================

29

30

31 class AsyncGPTBackend(AsyncChat):

32 """

33 Use GPT (unspecified version) as the backend for Asynchronous Chat.

34 """

35

36 def __init__(

37 self,

38 system: str,

39 user: str,

40 model: str,

41 temperature: int = 0,

42 seed: int = 50014,

43 logprobs: bool = False,

44 top_logprobs: int = None,

45 ):

46 super().__init__(system, user)

47 self.temperature = temperature

48 self.seed = seed

49 self.model = model

50 self.logprobs = logprobs

51 self.top_logprobs = top_logprobs

52

53 async def api_call(self):

54



54 return await async_client.chat.completions.create(

55 messages=[

56 {"role": "system", "content": self.system},

57 {"role": "user", "content": self.user},

58 ],

59 model=self.model,

60 temperature=self.temperature,

61 seed=self.seed,

62 logprobs=self.logprobs,

63 top_logprobs=self.top_logprobs,

64 )

65

66 async def get_response(self):

67 chat_completion = await self.api_call()

68 return chat_completion.choices[0].message.content

69

70

71 class AsyncGPT3BackendHighTemp(AsyncGPTBackend):

72 """

73 GPT3 Asynchronous Chat client with high temperature (1).

74 """

75

76 def __init__(

77 self,

78 system: str,

79 user: str,

80 temperature: int = 1,

81 seed: int = 50014,

82 logprobs: bool = False,

83 top_logprobs: int = None,

84 ):

85 super().__init__(

86 system,

87 user,

88 "gpt-3.5-turbo-0125",

89 temperature,

90 seed,

91 logprobs,

92 top_logprobs,
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93 )

94

95

96 class AsyncGPT3BackendLowTemp(AsyncGPTBackend):

97 """

98 GPT3 Asynchronous Chat client with low temperature (0.2).

99 """

100

101 def __init__(

102 self,

103 system: str,

104 user: str,

105 temperature: int = 0.2,

106 seed: int = 50014,

107 logprobs: bool = False,

108 top_logprobs: int = None,

109 ):

110 super().__init__(

111 system,

112 user,

113 "gpt-3.5-turbo-0125",

114 temperature,

115 seed,

116 logprobs,

117 top_logprobs,

118 )

119

120

121 class AsyncGPT3ProbBackendLowTemp(AsyncGPT3BackendLowTemp):

122 def __init__(

123 self,

124 system: str,

125 user: str,

126 temperature: int = 0.2,

127 seed: int = 50014,

128 logprobs: bool = True,

129 top_logprobs: int = 2,

130 ):

131 super().__init__(
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132 system,

133 user,

134 temperature,

135 seed,

136 logprobs,

137 top_logprobs,

138 )

139

140 async def get_response(self):

141 chat_completion = await super().api_call()

142 txt = chat_completion.choices[0].message.content

143 logprob = (

144 chat_completion.choices[0].logprobs.content[0].logprob

145 )

146 return txt, math.exp(logprob)

147

148

149 # ========================================

150 # Asynchronous Chat Queues

151 # ========================================

152

153

154 def slice_into_parts(lst, n):

155 """

156 Slice a list into n parts.

157 :param lst: A list to be sliced.

158 :param n: The number of parts.

159 :return: A list of lists that add up to the original length.

160 """

161 length = len(lst)

162 base_size = length // n

163 remainder = length % n

164 parts = []

165 start = 0

166 for i in range(n):

167 end = start + base_size + (1 if i < remainder else 0)

168 parts.append(lst[start:end])

169 start = end

170 return parts
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171

172

173 class AsyncChatQueue:

174 """

175 A task queue for asynchronous chats.

176 """

177

178 def __init__(self, chats: list[AsyncChat], concurrent_n: int = 2):

179 self.operations: list[AsyncChat] = chats

180 self.total_n = len(self.operations)

181 self.concurrent_n = concurrent_n

182

183 async def get_response(self):

184 """

185 Get the responses based on the `system` and `user` prompts.

186 :return: A list of responses.

187 """

188

189 # Slice the chats into concurrent operations.

190 slices: list[list[AsyncChat]] = slice_into_parts(

191 self.operations, self.concurrent_n

192 )

193

194 async def subroutine(counter: int, sublist: list[AsyncChat]):

195 res = []

196 for i in range(len(sublist)):

197 res.append(await sublist[i].get_response())

198 return res

199

200 list_of_lists = await asyncio.gather(

201 *(

202 subroutine(j, counter)

203 for j, counter in enumerate(slices)

204 )

205 )

206 return [item for sublist in list_of_lists for item in sublist]

The main script only deals with core business involving assembling system and user prompts from

party duplets and saving the results when API access concludes.
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1 import sys

2 import asyncio

3 import pandas as pd

4

5 from gpt_utils import AsyncGPT3ProbBackendLowTemp, AsyncChatQueue

6

7 # Run the script with the following arguments:

8 # python main.py iter1 1979

9 # ^^^^^ ^^^^

10 # N of iteration

11 # Ref year

12

13 async def main():

14 iteration = sys.argv[1]

15 year = sys.argv[2]

16 print(f'Started {year}!')

17 dup = pd.read_csv(f"duplets_{year}.csv")

18 system = (

19 f"In political matters, people talk of 'the Left' and 'the Right'. "

20 f"You will be given the names of two parties in their original language, "

21 f"and the country of origin of each party. Based on their overall "

22 f"ideological stance, which one of these two parties was more "

23 f"right-wing in year {year}? Your response can only be exactly either "

24 f"'Party 1' or 'Party 2'. "

25 )

26 users = [(

27 f"Party 1: {row['origname_1']} "

28 f"Party 1 country: {row['country_1']} "

29 f"Party 2: {row['origname_2']} "

30 f"Party 2 country: {row['country_2']} "

31 ) for index, row in dup.iterrows()]

32

33 chats = [AsyncGPT3ProbBackendLowTemp(system, user) for user in users]

34 chat_queue = AsyncChatQueue(chats, concurrent_n=40)

35 res = await chat_queue.get_response()

36 txt = [item[0] for item in res]

37 probs = [item[1] for item in res]

38

39 dup['gpt3'] = txt

59



40 dup['prob'] = probs

41

42 dup.to_csv(f'classified_{iteration}_{year}.csv', index=False)

43 print(f'Finished {year}!')

44

45 if __name__ == '__main__':

46 asyncio.run(main())

When running the code locally, caching may be preferred to enable quick recovery when execution is

interrupted by network issues. We use Redis (= 7.2.4) to save and recover the results; we extend the

AsyncChatQueue class to make this process seamless.

1 import redis.asyncio as redis

2 import psutil

3 import subprocess

4 import hashlib

5

6 ## !!! Same as gpt_utils.py; omitted for brevity

7

8 class CachedAsyncChatQueue(AsyncChatQueue):

9 """

10 A cached version of the AsyncChatQueue, using redis as the backend.

11 """

12

13 def __init__(

14 self,

15 chats: list[AsyncChat],

16 concurrent_n: int = 2,

17 iter_id: str = "it0_",

18 ):

19 super().__init__(chats, concurrent_n)

20 self.iter_id = iter_id

21

22 async def get_response(self):

23 """

24 Get the responses based on the `system` and `user` prompts. Use the

25 cached response if present in the redis database, otherwise access

26 the OpenAI API and cache the responses.
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27 A redis server will start if not already running.

28 :return: A list of responses.

29 """

30 slices: list[list[AsyncChat]] = slice_into_parts(

31 self.operations, self.concurrent_n

32 )

33 processes = [

34 proc.name()

35 for proc in [process for process in psutil.process_iter()]

36 ]

37

38 # ========================================

39 # Start redis-server if it's not already

40 # running

41 # ========================================

42

43 if any(process == "redis-server" for process in processes):

44 print("redis is running")

45 else:

46 redis_process = subprocess.Popen("redis-server")

47

48 cache = redis.Redis()

49

50 async def subroutine(

51 counter: int, sublist: list[AsyncChat]

52 ) -> list[str]:

53 res = []

54 for i in tqdm.asyncio.trange(

55 len(sublist),

56 desc=f"Subroutine {counter + 1}/{self.concurrent_n}",

57 ):

58 hash_key = md5(

59 self.iter_id,

60 f"{sublist[i].system}" f"{sublist[i].user}",

61 )

62 cached_res = await cache.get(hash_key)

63 if cached_res is not None:

64 res.append(cached_res.decode())

65 else:
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66 ind_res = await sublist[i].get_response()

67 await cache.set(hash_key, ind_res)

68 res.append(ind_res)

69 return res

70

71 list_of_lists = await asyncio.gather(

72 *(

73 subroutine(j, counter)

74 for j, counter in enumerate(slices)

75 )

76 )

77 await cache.aclose()

78 await cache.shutdown()

79 return [item for sublist in list_of_lists for item in sublist]

M.2 Local Large Language Models

In addition to OpenAI’s models, we run a number of LLMs through vLLM on Princeton Research

Computing’s Adroit cluster. vLLM is a high-throughput inference and serving engine for a large set of

LLMs. vLLM also provides users with an OpenAI-compatible API so that we can minimize the change

to the utility code we introduced in the previous subsection. Princeton’s Adroit visualization node is

equipped with two NVIDIA A100 graphics cards and running Red Hat Enterprise Linux 8.10. We first

install the conda package manager through miniforge, and create an isolated environment with all the

tools we need for local LLM inference.

conda create -n mapping python=3.12 redis-server=7.2.4 -y

conda activate mapping

When the environment is created, we install vLLM precompiled with NVIDIA CUDA support,

together with a few other necessary packages.

pip install vllm==0.6.3.post1 openai==1.47.1 pandas==2.2.3 redis==5.2.0

Then, we start the local vLLM server using the commands below. Depending on the model size, we

have to specify the number of GPUs to be used. For example, whereas one A100 is more than enough

for Llama 3.1 8B, the 70B version barely fits in two A100 cards. We additionally adjust the inferential

utilities to access local Large Language Models instead of GPT.
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CUDA_VISIBLE_DEVICES=0,1 vllm serve "meta-llama/Llama-3.1-70B-Instruct" \

--download-dir /scratch/network/$USER \

--port 65514 --device cuda --dtype auto \

--api-key 12345 -tp 2 \

--max-model-len 2048 --seed 50014

CUDA_VISIBLE_DEVICES=1 vllm serve "meta-llama/Llama-3.1-8B-Instruct" \

--download-dir /scratch/network/$USER \

--port 65514 --device cuda --dtype auto \

--api-key 12345 \

--max-model-len 2048 --seed 50014

M.3 Calculating Bayesian Credible Intervals via the Bradley-Terry Model

Below is the Stan code we use to implement the full modeling procedures specified in Appendix L.3.

1 data {

2 int<lower = 0> K; // The number of players

3 int<lower = 0> N; // The number of pair-wise comparisons

4 int<lower = 1, upper = K> player1[N];

5 int<lower = 1, upper = K> player0[N];

6 int<lower = 0, upper = 1> y[N]; //winner

7 }

8

9 parameters {

10 vector[K] alpha; // ability for player n to be right-wing

11 }

12

13 model {

14 alpha ~ normal(0, 1);

15 y ~ bernoulli_logit(alpha[player1] - alpha[player0]);

16 }

We then use RStan to interact with the Stan model and obtain the credible intervals associated with

each party from the posterior distribution.
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1 if(!require(pacman)) install.packages("pacman")

2 pacman::p_load(tidyverse, this.path, rstan)

3

4 setwd(dirname(this.path()))

5

6 # Import datasets here

7

8 results <- tibble()

9

10 for (metric in c("rile", "lrgen", "tev_lr")) {

11 for (wave in seq(1979, 2019, 5)) {

12 pcomp <- get(paste0("dts_", wave)) %>%

13 drop_na(paste0(metric, "_1"), paste0(metric, "_2"))

14 if (nrow(pcomp) == 0) next

15 election <- read_csv(paste0("duplets/cmponly_lastelection_",

16 wave, ".csv")) %>%

17 group_by(partyname, countryname) %>%

18 summarise(rile = mean(rile, na.rm = T),

19 lrgen = mean(lrgen, na.rm = T),

20 tev_lr = mean(tev_lr, na.rm = T),

21 cses_lr = mean(cses_lr, na.rm = T),

22 cses_expert = mean(cses_expert, na.rm = T),

23 electionyear = electionyear[1],

24 cmp_id = cmp_id[1]) %>%

25 mutate(rile = if_else(is.nan(rile), NA, rile),

26 lrgen = if_else(is.nan(lrgen), NA, lrgen),

27 tev_lr = if_else(is.nan(tev_lr), NA, tev_lr),

28 cses_lr = if_else(is.nan(cses_lr), NA, cses_lr),

29 cses_expert = if_else(is.nan(cses_expert), NA, cses_expert))

30

31

32 parties <- unique(bind_rows(tibble(partyname = pcomp$partyname_1,

33 countryname = pcomp$country_1),

34 tibble(partyname = pcomp$partyname_2,

35 countryname = pcomp$country_2)))%>%

36 arrange(partyname) %>%

37 mutate(player = 1:nrow(.)) %>%

38 left_join(election)

39
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40 country_election <- pcomp %>%

41 left_join(parties %>% rename(partyname_1 = partyname,

42 country_1 = countryname,

43 player0 = player),

44 by = join_by(partyname_1, country_1)) %>%

45 left_join(parties %>% rename(partyname_2 = partyname,

46 country_2 = countryname,

47 player1 = player),

48 by = join_by(partyname_2, country_2)) %>%

49 mutate(y = if_else(gpt3 == "Party 1", 0, 1)) %>%

50 select(player0, player1, y) %>%

51 mutate(n = 1:nrow(.))

52

53 mdl_data <- list(K = nrow(parties), N = nrow(country_election),

54 player0 = country_election$player0,

55 player1 = country_election$player1,

56 y = country_election$y)

57

58 mdl <- stan(stan_dir, data = mdl_data,

59 chains = 6, iter = 4000, cores = 6, seed = 50014)

60

61 mdl_tidy <- as_tibble(summary(mdl)$summary, rownames = "term") %>%

62 filter(!term %in% c("lp__", "sigma")) %>%

63 mutate(player = 1:nrow(.)) %>%

64 select(player, `50%`, `2.5%`, `97.5%`) %>%

65 rename(btm_est = `50%`,

66 btm_lwr = `2.5%`,

67 btm_upr = `97.5%`)

68

69 results <- results %>%

70 bind_rows(

71 parties %>%

72 left_join(mdl_tidy) %>%

73 mutate(wave = wave, metric = metric)

74 )

75 }

76 }

77
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We implemented our “outlier” finder in C++ and integrated it into R through Rcpp, enabling seamless,

high-performance interoperability. To find k outliers in a total number of N parties, the program first

enumerates all possible N − k combinations and calculate the Pearson correlation coefficient between

the ideological scores obtained from the Bradley-Terry model and reference datasets. Then, we take the

combination with the largest correlation coefficient and return the identifiers of k outliers. A greedy

version of this algorithm is also provided by iteratively removing one outlier each time until a total of k

parties are identified.

1 #include <Rcpp.h>

2 #include <algorithm>

3 #include <cmath>

4 #include <iostream>

5 #include <tuple>

6 #include <vector>

7

8 using namespace std;

9 using namespace Rcpp;

10

11 double

12 mean(vector<double> vec)

13 {

14 double sum = 0;

15 for (int i = 0; i < vec.size(); i++)

16 {

17 sum += vec[i];

18 }

19 return sum / vec.size();

20 }

21

22 double

23 pearson_correlation(vector<double> vec1, vector<double> vec2)

24 {

25 double mean1 = mean(vec1);

26 double mean2 = mean(vec2);

27 double sum = 0;

28 double sum1 = 0;

29 double sum2 = 0;

30 for (int i = 0; i < vec1.size(); i++)
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31 {

32 sum += (vec1[i] - mean1) * (vec2[i] - mean2);

33 sum1 += (vec1[i] - mean1) * (vec1[i] - mean1);

34 sum2 += (vec2[i] - mean2) * (vec2[i] - mean2);

35 }

36 return sum / sqrt(sum1 * sum2);

37 }

38

39 bool next_comb(int *comb, const int n, const int k)

40 {

41 int i = k - 1;

42 const int e = n - k;

43 do

44 comb[i]++;

45 while (comb[i] > e + i && i--);

46 if (comb[0] > e)

47 return false;

48 while (++i < k)

49 comb[i] = comb[i - 1] + 1;

50 return true;

51 }

52

53 vector<vector<int>>

54 combinations(int n, int k)

55 {

56 vector<vector<int>> result;

57 int *comb = new int[k];

58 for (int i = 0; i < k; i++)

59 {

60 comb[i] = i;

61 }

62 do

63 {

64 vector<int> current_comb;

65 for (int i = 0; i < k; i++)

66 {

67 current_comb.push_back(comb[i]);

68 }

69 result.push_back(current_comb);
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70 } while (next_comb(comb, n, k));

71 delete[] comb;

72 return result;

73 }

74

75 template <typename T>

76 vector<vector<T>>

77 leave_n_out(vector<T> orig, int n)

78 {

79 vector<vector<T>> result;

80 vector<vector<int>> idx_to_leave_out = combinations(orig.size(), n);

81 for (vector<int> idx : idx_to_leave_out)

82 {

83 vector<int> desc_idx = idx;

84 sort(desc_idx.begin(), desc_idx.end(), greater<int>());

85 vector<T> new_comb = orig;

86 for (int i : desc_idx)

87 {

88 new_comb.erase(new_comb.begin() + i);

89 }

90 result.push_back(new_comb);

91 }

92 return result;

93 }

94

95 int largest_index(vector<double> vec)

96 {

97 int max_idx = 0;

98 double max_val = vec[0];

99 for (int i = 1; i < vec.size(); i++)

100 {

101 if (vec[i] > max_val)

102 {

103 max_val = vec[i];

104 max_idx = i;

105 }

106 }

107 return max_idx;

108 }
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109

110 void print_vector(vector<double> vec)

111 {

112 for (int i = 0; i < vec.size(); i++)

113 {

114 cout << vec[i] << (i < vec.size() - 1 ? "," : "\n");

115 }

116 }

117

118 tuple<vector<double>, vector<double>>

119 optm_vec(vector<double> vec1, vector<double> vec2, int n)

120 {

121 vector<vector<double>> vec1_n_out = leave_n_out(vec1, n);

122 vector<vector<double>> vec2_n_out = leave_n_out(vec2, n);

123

124 vector<double> pearson_correlations;

125

126 for (int i = 0; i < vec1_n_out.size(); i++)

127 {

128 pearson_correlations.push_back(

129 pearson_correlation(vec1_n_out[i], vec2_n_out[i]));

130 }

131

132 vector<double> vec1_best = vec1_n_out[largest_index(pearson_correlations

133 )];

134 vector<double> vec2_best = vec2_n_out[largest_index(pearson_correlations

135 )];

136 cout << "Pearson correlation coefficient after optimization: "

137 << pearson_correlations[largest_index(pearson_correlations)]

138 << endl;

139 return make_tuple(vec1_best, vec2_best);

140 }

141

142 vector<int>

143 get_exclude_idx(vector<double> vec_orig, vector<double> vec_optm)

144 {

145 vector<int> inx_exclude;

146

147 int id_orig = 0;
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148 int id_optm = 0;

149

150 for (; id_orig < vec_orig.size(); id_orig++)

151 {

152 if (vec_orig[id_orig] == vec_optm[id_optm])

153 {

154 inx_exclude.push_back(0);

155 id_optm++;

156 }

157 else

158 {

159 inx_exclude.push_back(1);

160 }

161 }

162 return inx_exclude;

163 }

164

165 // [[Rcpp::export]]

166 vector<int>

167 get_idx(vector<double> vec1, vector<double> vec2, int n)

168 {

169 cout << "Initial pearson correlation coefficient: "

170 << pearson_correlation(vec1, vec2) << endl;

171

172 auto [vec1_best, vec2_best] = optm_vec(vec1, vec2, n);

173

174 return get_exclude_idx(vec1, vec1_best);

175 }

176

177 // [[Rcpp::export]]

178 vector<int>

179 get_idx_fast(vector<double> vec1, vector<double> vec2, int n)

180 {

181 cout << "Initial pearson correlation coefficient: "

182 << pearson_correlation(vec1, vec2) << endl;

183

184 vector<double> vec1_best = vec1, vec2_best = vec2;

185

186 for (int i = 0; i < n; i++)
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187 {

188 auto [vec1_tmp, vec2_tmp] = optm_vec(vec1_best, vec2_best, 1);

189 vec1_best = vec1_tmp;

190 vec2_best = vec2_tmp;

191 }

192

193 return get_exclude_idx(vec1, vec1_best);

194 }
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